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Introduction

Introduction to InfoSphere Information Server
Most of today's critical business initiatives cannot succeed without effective
integration of information. Initiatives such as single view of the customer, business
intelligence, supply chain management, and Basel II and Sarbanes-Oxley
compliance require consistent, complete, and trustworthy information.
IBM® InfoSphere® Information Server is the industry's first comprehensive, unified
foundation for enterprise information architectures, capable of scaling to meet any
information volume requirement so that companies can deliver business results
within these initiatives faster and with higher quality results. InfoSphere
Information Server provides a single unified platform that enables companies to
understand, cleanse, transform, and deliver trustworthy and context-rich
information.
Over the last two decades, companies have made significant investments in
enterprise resource planning, customer relationship management, and supply chain
management packages. Companies also are leveraging innovations such as
service-oriented architecture (SOA), Web services, XML, grid computing, and radio
frequency identification (RFID).
These investments have increased the amount of data that companies are capturing
about their businesses. But companies encounter significant integration hurdles
when they try to turn that data into consistent, timely, and accurate information for
decision-making.
InfoSphere Information Server helps you derive more value from complex,
heterogeneous information. It helps business and IT personnel collaborate to
understand the meaning, structure, and content of information across a wide
variety of sources. IBM InfoSphere Information Server helps you access and use
information in new ways to drive innovation, increase operational efficiency, and
lower risk.
InfoSphere Information Server supports all of these initiatives:
Business intelligence
InfoSphere Information Server makes it easier develop a unified view of
the business for better decisions. It helps you understand existing data
sources, cleanse, correct, and standardize information, and load analytical
views that can be reused throughout the enterprise.
Master data management
InfoSphere Information Server simplifies the development of authoritative
master data by showing where and how information is stored across
source systems. It also consolidates disparate data into a single, reliable
record, cleanses and standardizes information, removes duplicates, and
links records across systems. This master record can be loaded into
operational data stores, data warehouses, or master data applications such
as IBM WebSphere® Customer Center. The record can also be assembled,
completely or partially, on demand.
Infrastructure rationalization
InfoSphere Information Server aids in reducing operating costs by showing
relationships among systems and by defining migration rules to
© Copyright IBM Corp. 2006, 2011
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consolidate instances or move data from obsolete systems. Data cleansing
and matching ensure high-quality data in the new system.
Business transformation
InfoSphere Information Server can speed development and increase
business agility by providing reusable information services that can be
plugged into applications, business processes, and portals. These
standards-based information services are maintained centrally by
information specialists but are widely accessible throughout the enterprise.
Risk and compliance
InfoSphere Information Server helps improve visibility and data
governance by enabling complete, authoritative views of information with
proof of lineage and quality. These views can be made widely available
and reusable as shared services, while the rules inherent in them are
maintained centrally.

Capabilities
InfoSphere Information Server features a unified set of separately orderable
product modules, or suite components, that solve multiple types of business
problems. Information validation, access and processing rules can be reused across
projects, leading to a higher degree of consistency, stronger control over data, and
improved efficiency in IT projects.
®

™
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Figure 1. InfoSphere Information Server integration functions

As Figure 1 shows, InfoSphere Information Server enables businesses to perform
four key integration functions:
Understand the data
InfoSphere Information Server can help you automatically discover, define,
and model information content and structure, and understand and analyze
the meaning, relationships, and lineage of information. By automating data
profiling and data-quality auditing within systems, organizations can
achieve these goals:
v
v
v
v
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Understand data sources and relationships
Eliminate the risk of using or proliferating bad data
Improve productivity through automation
Utilize existing IT investments

InfoSphere Information Server makes it easier for businesses to collaborate
across roles. Data analysts can use analysis and reporting functionality,
generating integration specifications and business rules that they can
monitor over time. Subject matter experts can use Web-based tools to
define, annotate, and report on fields of business data. A common
metadata foundation enables different types of users to create and manage
metadata by using tools that are optimized for their roles.
Cleanse the information
InfoSphere Information Server supports information quality and
consistency by standardizing, validating, matching, and merging data. It
can certify and enrich common data elements, use trusted data such as
postal records for name and address information, and match records across
or within data sources. InfoSphere Information Server allows a single
record to survive from the best information across sources for each unique
entity, helping you to create a single, comprehensive, and accurate view of
information across source systems.
Transform the data into information
InfoSphere Information Server transforms and enriches information to
ensure that it is in the proper context for new uses. Hundreds of prebuilt
transformation functions combine, restructure, and aggregate information.
Transformation functionality is broad and flexible, to meet the
requirements of varied integration scenarios. For example, InfoSphere
Information Server provides inline validation and transformation of
complex data types such as U.S. Health Insurance Portability and
Accountability Act (HIPAA), and high-speed joins and sorts of
heterogeneous data. InfoSphere Information Server also provides
high-volume, complex data transformation and movement functionality
that can be used for stand-alone extract-transform-load (ETL) scenarios, or
as a real-time data processing engine for applications or processes.
Deliver the information
InfoSphere Information Server provides the ability to virtualize,
synchronize, or move information to the people, processes, or applications
that need it. Information can be delivered by using federation or
time-based or event-based processing, moved in large bulk volumes from
location to location, or accessed in place when it cannot be consolidated.
InfoSphere Information Server provides direct, native access to a variety of
information sources, both mainframe and distributed. It provides access to
databases, files, services and packaged applications, and to content
repositories and collaboration systems. Companion products allow
high-speed replication, synchronization and distribution across databases,
change data capture, and event-based publishing of information.

InfoSphere Foundation Tools
IBM InfoSphere Foundation Tools are a collection of product modules and
components that help you understand your data. The InfoSphere Foundation Tools
also are provided with IBM InfoSphere Information Server to provide an integrated
end-to-end solution for cleansing, transforming, and delivering data.
Built on an open architecture, InfoSphere Foundation Tools work with IBM and
non-IBM data sources, business intelligence (BI) tools, data warehouse tools, and a
comprehensive set of integration products. InfoSphere Foundation Tools help you
discover, design, and govern trusted information across your enterprise.
Introduction to InfoSphere Information Server
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InfoSphere Foundation Tools are designed for data analysts, business analysts, data
architects, and governance stewards who require consolidated, consistent, and
repeatable methods for the discovery and management of information.
InfoSphere Foundation Tools provide the following critical capabilities:
Create a shared vocabulary
Create a shared, enterprise-wide vocabulary to ensure that business and IT
leaders achieve a common understanding of key terminology to support
project requirements.
Discover related data
Discover the hidden relationships that link disparate data elements into
logical groupings of related data or "business objects." After they have been
identified, business objects can be used as a starting point for
information-centric projects.
Assess, monitor, and manage data quality
Perform a thorough source analysis to uncover data quality problems, such
as duplication, incompleteness, invalid rules and rule violations, and
identify anomalies that violate defined business rules.
Design and optimize data models
Create or optimize the target data model for specific requirements of a
project, such as a data mart or enterprise warehouse. Define and document
security and privacy requirements as part of enterprise modeling
standards.
Define source-to-target transformation rules
Create mapping specifications to transform data from various sources into
a consumable format for the target application based on business
requirements.
Govern, audit, and trace information
Gain insight into information lineage and use it to support auditing
requirements; visualize and trace information flows and model the effect of
additional changes on the information environment.

InfoSphere Foundation Tools components
InfoSphere Foundation Tools and InfoSphere Information Server both include the
following product modules and components:
IBM InfoSphere Business Glossary and IBM InfoSphere Business Glossary
Anywhere
InfoSphere Business Glossary is an interactive, Web-based tool that enables
users to create, manage, and share an enterprise vocabulary and
classification system. InfoSphere Business Glossary Anywhere, its
companion product, augments InfoSphere Business Glossary with
additional ease-of-use and extensibility features.
IBM InfoSphere Information Analyzer
InfoSphere Information Analyzer is a critical component that profiles and
analyzes data so that you can deliver trusted information to your users.
IBM InfoSphere FastTrack
InfoSphere FastTrack automates multiple data integration tasks from
analysis to code generation, while incorporating the business perspective
and maintaining lineage and documented requirements.
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IBM InfoSphere Metadata Workbench
InfoSphere Metadata Workbench provides a visual, Web-based exploration
of metadata that is generated and used by other components in the
InfoSphere Information Server and InfoSphere Foundation Tools suite.
External metadata from various systems, such as business intelligence
products or databases, can be imported and then managed and made
available. InfoSphere Metadata Workbench improves the transparency of
information technology (IT) to the business, and increases IT
responsiveness by tracing and maintaining the relationship paths of
information throughout a data integration project.
IBM InfoSphere Data Architect
InfoSphere Data Architect is a comprehensive development environment
for data modeling, relating and integrating data assets, and developing
database applications.
IBM InfoSphere Discovery
InfoSphere Discovery automates the identification and definition of data
relationships across complex, heterogeneous environments. Covering every
type of data relationship, from simple to complex, InfoSphere Discovery
provides a complete view of data assets.
The first four product modules in the preceding list use the same unified
architecture and common features that are provided with InfoSphere Information
Server, including the following features:
v Unified metadata
v Common services, such as metadata, administration, reporting, logging, and
security
v Common communication agents
To learn more about the value of InfoSphere Foundation Tools, read the following
topics:
v “IBM InfoSphere Information Server architecture and concepts”
v “InfoSphere Business Glossary and InfoSphere Business Glossary Anywhere” on
page 23
v “InfoSphere Information Analyzer” on page 36
v “InfoSphere FastTrack” on page 29
v “InfoSphere Metadata Workbench” on page 51

IBM InfoSphere Information Server architecture and concepts
IBM InfoSphere Information Server provides a unified architecture that works with
all types of information integration. Common services, unified parallel processing,
and unified metadata are at the core of the server architecture.
The architecture is service oriented, enabling IBM InfoSphere Information Server to
work within evolving enterprise service-oriented architectures. A service-oriented
architecture also connects the individual suite product modules of InfoSphere
Information Server.
By eliminating duplication of functions, the architecture efficiently uses hardware
resources and reduces the amount of development and administrative effort that
are required to deploy an integration solution.

Introduction to InfoSphere Information Server
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Figure 2 shows the InfoSphere Information Server architecture.

Figure 2. InfoSphere Information Server high-level architecture

Unified parallel processing engine
Much of the work that InfoSphere Information Server does takes place
within the parallel processing engine. The engine handles data processing
needs as diverse as performing analysis of large databases for IBM
InfoSphere Information Analyzer, data cleansing for IBM InfoSphere
QualityStage™, and complex transformations for IBM InfoSphere
DataStage®. This parallel processing engine is designed to deliver the
following benefits:
v Parallelism and data pipelining to complete increasing volumes of work
in decreasing time windows
v Scalability by adding hardware (for example, processors or nodes in a
grid) with no changes to the data integration design
v Optimized database, file, and queue processing to handle large files that
cannot fit in memory all at once or with large numbers of small files
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Common connectivity
InfoSphere Information Server connects to information sources whether
they are structured, unstructured, on the mainframe, or applications.
Metadata-driven connectivity is shared across the suite components, and
connection objects are reusable across functions.
Connectors provide design-time importing of metadata, data browsing and
sampling, run-time dynamic metadata access, error handling, and high
functionality and high performance run-time data access. Prebuilt
interfaces for packaged applications called packs provide adapters to SAP,
Siebel, Oracle, and others, enabling integration with enterprise applications
and associated reporting and analytical systems.
Unified metadata
InfoSphere Information Server is built on a unified metadata infrastructure
that enables shared understanding between business and technical
domains. This infrastructure reduces development time and provides a
persistent record that can improve confidence in information. All functions
of InfoSphere Information Server share the same metamodel, making it
easier for different roles and functions to collaborate.
A common metadata repository provides persistent storage for all
InfoSphere Information Server suite components. All of the products
depend on the repository to navigate, query, and update metadata. The
repository contains two kinds of metadata:
Dynamic
Dynamic metadata includes design-time information.
Operational
Operational metadata includes performance monitoring, audit and
log data, and data profiling sample data.
Because the repository is shared by all suite components, profiling
information that is created by InfoSphere Information Analyzer is instantly
available to users of InfoSphere DataStage and InfoSphere QualityStage, for
example.
The repository is a J2EE application that uses a standard relational
database such as IBM DB2®, Oracle, or SQL Server for persistence (DB2 is
provided with InfoSphere Information Server). These databases provide
backup, administration, scalability, parallel access, transactions, and
concurrent access.
Common services
InfoSphere Information Server is built entirely on a set of shared services
that centralize core tasks across the platform. These include administrative
tasks such as security, user administration, logging, and reporting. Shared
services allow these tasks to be managed and controlled in one place,
regardless of which suite component is being used. The common services
also include the metadata services, which provide standard
service-oriented access and analysis of metadata across the platform. In
addition, the common services tier manages how services are deployed
from any of the product functions, allowing cleansing and transformation
rules or federated queries to be published as shared services within an
SOA, using a consistent and easy-to-use mechanism.
InfoSphere Information Server products can access three general categories
of service:

Introduction to InfoSphere Information Server
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Design
Design services help developers create function-specific services
that can also be shared. For example, InfoSphere Information
Analyzer calls a column analyzer service that was created for
enterprise data analysis but can be integrated with other parts of
InfoSphere Information Server because it exhibits common SOA
characteristics.
Execution
Execution services include logging, scheduling, monitoring,
reporting, security, and Web framework.
Metadata
Metadata services enable metadata to be shared across tools so that
changes made in one InfoSphere Information Server component are
instantly visible across all of the suite components. Metadata
services are integrated with the metadata repository. Metadata
services also enable you to exchange metadata with external tools.
The common services tier is deployed on J2EE-compliant application
servers such as IBM WebSphere Application Server, which is included with
InfoSphere Information Server.
Unified user interface
The face of InfoSphere Information Server is a common graphical interface
and tool framework. Shared interfaces such as the IBM InfoSphere
Information Server console and the IBM InfoSphere Information Server
Web console provide a common interface, visual controls, and user
experience across products. Common functions such as catalog browsing,
metadata import, query, and data browsing all expose underlying common
services in a uniform way. InfoSphere Information Server provides rich
client interfaces for highly detailed development work and thin clients that
run in Web browsers for administration.
Application programming interfaces (APIs) support a variety of interface
styles that include standard request-reply, service-oriented, event-driven,
and scheduled task invocation.

Parallel processing in InfoSphere Information Server
Companies today must manage, store, and sort through rapidly expanding
volumes of data and deliver it to end users as quickly as possible.
To address these challenges, organizations need a scalable data integration
architecture that contains the following components:
v A method for processing data without writing to disk, in batch and real time.
v Dynamic data partitioning and in-flight repartitioning.
v Scalable hardware that supports symmetric multiprocessing (SMP), clustering,
grid, and massively parallel processing (MPP) platforms without requiring
changes to the underlying integration process.
v Support for parallel databases including DB2, Oracle, and Teradata, in parallel
and partitioned configurations.
v An extensible framework to incorporate in-house and vendor software.
IBM InfoSphere Information Server addresses all of these requirements by
exploiting both pipeline parallelism and partition parallelism to achieve high
throughput, performance, and scalability.
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Parallelism basics in IBM InfoSphere Information Server
The pipeline parallelism and partition parallelism that are used in IBM InfoSphere
Information Server support its high-performance, scalable architecture.
v “Data pipelining”
v “Data partitioning”
v “Dynamic repartitioning” on page 10

Data pipelining
Data pipelining is the process of pulling records from the source system and moving
them through the sequence of processing functions that are defined in the
data-flow (the job). Because records are flowing through the pipeline, they can be
processed without writing the records to disk, as Figure 3 shows.

Figure 3. Data pipelining

Data can be buffered in blocks so that each process is not slowed when other
components are running. This approach avoids deadlocks and speeds performance
by allowing both upstream and downstream processes to run concurrently.
Without data pipelining, the following issues arise:
v Data must be written to disk between processes, degrading performance and
increasing storage requirements and the need for disk management.
v The developer must manage the I/O processing between components.
v The process becomes impractical for large data volumes.
v The application will be slower, as disk use, management, and design
complexities increase.
v Each process must complete before downstream processes can begin, which
limits performance and full use of hardware resources.

Data partitioning
Data partitioning is an approach to parallelism that involves breaking the record set
into partitions, or subsets of records. Data partitioning generally provides linear
increases in application performance. Figure 4 on page 10 shows data that is
partitioned by customer surname before it flows into the Transformer stage.

Introduction to InfoSphere Information Server
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Figure 4. Data partitioning

A scalable architecture should support many types of data partitioning, including
the following types:
v
v
v
v
v

Hash key (data) values
Range
Round-robin
Random
Entire

v Modulus
v Database partitioning
InfoSphere Information Server automatically partitions data based on the type of
partition that the stage requires. Typical packaged tools lack this capability and
require developers to manually create data partitions, which results in costly and
time-consuming rewriting of applications or the data partitions whenever the
administrator wants to use more hardware capacity.
In a well-designed, scalable architecture, the developer does not need to be
concerned about the number of partitions that will run, the ability to increase the
number of partitions, or repartitioning data.

Dynamic repartitioning
In the examples shown in Figure 4 and Figure 5 on page 11, data is partitioned
based on customer surname, and then the data partitioning is maintained
throughout the flow.
This type of partitioning is impractical for many uses, such as a transformation
that requires data partitioned on surname, but must then be loaded into the data
warehouse by using the customer account number.
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Figure 5. A less practical approach to data partitioning and parallel execution

Dynamic data repartitioning is a more efficient and accurate approach. With
dynamic data repartitioning, data is repartitioned while it moves between
processes without writing the data to disk, based on the downstream process that
data partitioning feeds. The InfoSphere Information Server parallel engine manages
the communication between processes for dynamic repartitioning.
Data is also pipelined to downstream processes when it is available, as Figure 6
shows.

Figure 6. A more practical approach to dynamic data repartitioning

Without partitioning and dynamic repartitioning, the developer must take these
steps:
v Create separate flows for each data partition, based on the current hardware
configuration.
v Write data to disk between processes.
v Manually repartition the data.
v Start the next process.
The application will be slower, disk use and management will increase, and the
design will be much more complex. The dynamic repartitioning feature of
InfoSphere Information Server helps you overcome these issues.

Scalability of the InfoSphere Information Server engine
IBM InfoSphere Information Server is built on a highly scalable software
architecture that delivers high levels of throughput and performance.
For maximum scalability, integration software must do more than run on
Symmetric Multiprocessing (SMP) and Massively Parallel Processing (MPP)

Introduction to InfoSphere Information Server
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computer systems. If the data integration platform does not saturate all of the
nodes of the MPP box or system in the cluster or grid, scalability cannot be
maximized.
The InfoSphere Information Server components fully exploit SMP, clustered, grid,
and MPP environments to optimize the use of all available hardware resources.
For example, when you use the IBM InfoSphere DataStage and QualityStage
Designer to create a simple sequential data-flow by graph, you do not have to
worry about the underlying hardware architecture or number of processors. A
separate configuration file defines the resources (physical and logical partitions or
nodes, memory, and disk) of the underlying multiprocessor computing system.
As Figure 7 shows, the configuration provides a clean separation between creating
the sequential data-flow graph and the parallel execution of the application. This
separation simplifies the development of scalable data integration systems that run
in parallel.
Application Assembly: One dataflow graph

Match

Transform

Load

Source
Data

Data
Warehouse

Application Execution: Sequential or parallel
4-way parallel

Sequential

Disk

CPU

Memory
Uniprocessor

64-way parallel

Disk

CPU

CPU

CPU

CPU

Shared
Memory
SMP System

MPP System

(Symmetric Multiprocessing)

(Massively Parallel Processing)

Figure 7. Hardware complexity made simple

Without support for scalable hardware environments the following problems can
occur:
v Processing is slower, because hardware resources are not maximized.
v Application design and hardware configuration cannot be decoupled, and
manual intervention and possibly redesign is required for every hardware
change.
v Scaling on demand is not possible.
InfoSphere Information Server utilizes powerful parallel processing technology to
ensure that large volumes of information can be processed quickly. This technology
ensures that processing capacity does not inhibit project results and allows
solutions to easily expand to new hardware and to fully utilize the processing
power of all available hardware.
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Support for grid computing in InfoSphere Information Server
With hardware computing power a commodity, grid computing is a highly
compelling option for large enterprises. Grid computing allows you to apply more
processing power to a task than was previously possible.
Grid computing uses all of the low-cost computing resources, processors, and
memory that are available on the network to create a single system image. Grid
computing software provides a list of available computing resources and a list of
tasks. When a computer becomes available, the grid software assigns new tasks
according to appropriate rules.
A grid can be made up of thousands of computers. Grid-computing software
balances IT supply and demand by letting users specify processor and memory
requirements for their jobs, and then find available machines on a network to meet
those specifications.
The parallel processing architecture of IBM InfoSphere Information Server utilizes
the computing power of grid environments and simplifies the development of
scalable integration systems that run in parallel for grid environments.
InfoSphere Information Server's pre-bundled grid edition provides rapid
implementation of grid scalability. It includes an integrated grid scheduler and
integrated grid optimization. These capabilities help you deploy integration logic
across a grid without affecting job design, which provides unlimited scalability.

Shared services in InfoSphere Information Server
IBM InfoSphere Information Server provides extensive administrative and
reporting facilities that use shared services and a Web application that offers a
common interface for all administrative and reporting tasks.

Administrative services
IBM InfoSphere Information Server provides administrative services to help you
manage users, roles, sessions, security, logs, and schedules. The Web console
provides global administration capabilities that are based on a common
framework.
The IBM InfoSphere Information Server console provides these services:
v “Security services”
v “Log services” on page 15
v “Scheduling services” on page 15

Security services
Security services support role-based authorization of users, access-control services,
and encryption that complies with many privacy and security regulations. As
Figure 8 on page 14 shows, the console helps administrators add users, groups,
and roles and lets administrators browse, create, delete, and update operations
within InfoSphere Information Server.
Directory services act as a central authority that can authenticate resources and
manage identities and relationships among identities. You can base directories on
the InfoSphere Information Server internal directory or on external directories that
are based on LDAP, Microsoft Active Directory, or UNIX local operating system.

Introduction to InfoSphere Information Server
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Users use only one credential to access all the components of InfoSphere
Information Server.

Figure 8. Adding a new user to a group

InfoSphere Information Server creates an audit trail of security-related events. This
includes all activities that set or modify security-related settings and all user
authentications and application logins. You can configure which audit events to log
and how much information to include based on your auditing requirements.
Security auditing trails assist in the detection of access to controlled information
and application usage. Monitoring and analysis of the logged audit information
can lead to improvements in the control of data access and helps to prevent
malicious or careless unauthorized access to sensitive data or configuration
settings. The monitoring of application and individual user access, including
system administration actions, provides an historic record of activity. This
information allows you to adjust user or group security roles to enable or prevent
access to application features. This information can also assist in showing
compliance with corporate security policies.
Auditing services create an audit trail of security-related events by logging the
execution of the following types of activities:
v Creation and removal of users and groups
v Assignment or removal of a user from a group
v User password changes
v Changes to security roles assigned to users or groups
v Changes to user and group permissions on a project and the associated
project-level security roles that are assigned
v Changes to engine credential mapping
v User login
v User logout
v Session termination
v Session timeout
v Changes to audit logging configuration settings

14
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The creation and removal of users and groups, assignment or removal of a user
from a group, and user password changes can be logged only if the User Registry
Configuration is set to InfoSphere Information Server User Registry.
You can configure the location, size, name, and number of audit log files, as well
as the events to log.

Log services
Log services help you manage logs across all of the InfoSphere Information Server
suite components. The Web console provides a central place to view logs and
resolve problems. Logs are stored in the common repository, and each InfoSphere
Information Server suite component defines relevant logging categories.
You can configure which categories of logging messages are saved in the
repository. Log views are saved queries that an administrator can create to help
with common tasks. For example, you might want to display all of the IBM
InfoSphere Information Services Director error events that were logged in the last
24 hours.
Figure 9 shows where logging reports can be configured in the IBM InfoSphere
Information Server Web console. Logging is organized by server components. The
Web console displays default and active configurations for each component.

Figure 9. Administrative console for setting up logs

Scheduling services
Scheduling services help plan and track activities such as logging and reporting
and suite component tasks such as data monitoring and trending. Schedules are
maintained by using the IBM InfoSphere Information Server console, which helps
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you define schedules; view their status, history, and forecast; and purge them from
the system.

Reporting services
Reporting services manage run time and administrative aspects of reporting for
IBM InfoSphere Information Server.
You can create product-specific reports for IBM InfoSphere DataStage, IBM
InfoSphere QualityStage, and IBM InfoSphere Information Analyzer, and you can
create cross-product reports for logging, monitoring, scheduling, and security
services.
You can also access, delete, and purge report results contents from an associated
scheduled report execution.
You can set up and run all reporting tasks from the IBM InfoSphere Information
Server Web console. You can retrieve, view, and schedule reports to run at a
specific time and frequency. You can tag reports as favorites and restrict their
access for security purposes.
The following figure shows the IBM InfoSphere Information Server Web console.

Figure 10. Creating a logging report by using the Web console

You define reports by choosing from a set of templates and setting the parameters
for that template. You can specify a history policy that determines how the report
will be archived. Additionally, you can set a time frame for the report expiration, if
needed. Reports can be formatted as DHTML, HTML, PDF, RTF, TXT, XLS, and
XML.

Scalability of the common services tier
IBM InfoSphere Information Server is built on a highly scalable software
architecture that delivers high levels of throughput and performance.
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IBM InfoSphere Information Server services are hosted by IBM WebSphere
Application Server Network Deployment (ND), which is a J2EE-compliant
application server. You can implement WebSphere Application Server cluster
topologies to maximize the number of users who can use the system concurrently.
The term cluster used within a WebSphere Application Server context refers to a set
of application servers that are managed together and participate in workload
management.
The following WebSphere Application Server cluster topologies are supported:
v Multiple application server instances within the same host computer (vertical
clustering). Vertical clustering allows the system to maximize the resource
allocation of cluster members, which improves performance.
v Members of the same cluster on multiple host computers (horizontal clustering).
Horizontal clustering allows the InfoSphere Information Server services tier to
run on several nodes, but still operate with clients as a single system instance.
This configuration makes the most effective use of hardware resources. Also, if a
node becomes unavailable, its workload can be routed to other nodes in the
cluster, which improves availability.
To implement a WebSphere Application Server clustering topology, you must also
deploy a Web server or a load balancer as a front end to the cluster. A front-end
Web server dispatches Web requests to cluster members according to preconfigured
policies. A load balancer balances Web requests across cluster members. Either
solution increases performance and security because the Web server or load
balancer guarantees a unique HTTP entry point to the cluster.
You can implement an IP sprayer topology that consists of load balancers that are
upstream of front-end Web servers. This topology allows intelligent load balancing
among Web servers based on server availability and workload capacity.
To increase security, you can set up firewalls and create a DMZ to protect each tier
within your WebSphere Application Server topology. To increase availability, you
can also set up backup Web servers and load balancers.

Integrated metadata management in InfoSphere Information
Server
Tools for data profiling, data modeling, data transformation, data quality, and
business intelligence play a key role in data integration. The integrated metadata
management capabilities of IBM InfoSphere Information Server enable these tools
to work together to meet your enterprise goals.
Metadata management in InfoSphere Information Server offers many advantages:
v Sharing metadata throughout the suite from a single metadata repository creates
accurate, consistent, and efficient processes.
v Changes that you make to source systems can be quickly identified and
propagated throughout the flow of information.
v You can identify downstream changes and use them to revise information in the
source systems.
v You can track and analyze the data flow across departments and processes.
v Metadata is shared automatically among tools.
v Glossary definitions provide business context for metadata that is used in jobs
and reports.
Introduction to InfoSphere Information Server

17

v Data stewards take responsibility for metadata assets such as schemas and tables
that they have authority over.
v By using data lineage, you can focus on the end-to-end integration path, from
the design tool to the business intelligence (BI) report. Or you can drill down to
view any element of the lineage.
v You can eliminate duplicate or redundant metadata to create a single, reliable,
version that can be used by multiple tools.

Managing metadata
The metadata repository of IBM InfoSphere Information Server stores metadata
from suite tools and external tools and databases and enables sharing among them.
You can import metadata into the repository from various sources, export metadata
by various methods, and transfer metadata assets between design, test, and
production repositories.

The metadata repository
The single metadata repository provides users of each suite tool with a common
understanding of the structure of the data that flows through the tools of the
InfoSphere Information Server suite. With a shared repository, changes that are
made in one suite tool are automatically and instantly visible throughout the suite.
The single repository ensures that you can use a database table that is imported
from a database or design tool in the following ways, among others:
v For analysis in IBM InfoSphere Information Analyzer
v To create mappings in IBM InfoSphere FastTrack
v To create table definitions in an IBM InfoSphere DataStage and QualityStage job
The same table can also be assigned a term and a steward in IBM InfoSphere
Business Glossary. The table can also be part of a data lineage report in IBM
InfoSphere Metadata Workbench that links it to the original database design, to the
job that uses the table, and to the business intelligence (BI) report that is based on
the table.
The metadata repository shares, stores, and reconciles a comprehensive spectrum
of metadata:
Business metadata
Provides business context for information technology assets and adds
business meaning to the artifacts that are created and managed by other IT
applications. Business metadata includes glossary terms, stewardship, and
examples.
Operational metadata
Describes the runs of IBM InfoSphere DataStage and QualityStage jobs,
including rows written and read, and the database table or data files that
are affected. You can use IBM InfoSphere Metadata Workbench to create
data lineage reports that combine design and operational information.
Technical metadata
Provides details about the following types of assets:
v Physical data resources, including host computers, databases and data
files, and their contents. The assets can be imported from a design tool, a
database, or a BI tool.

18

Introduction

v Profiling, quality, and ETL processes, projects, and users, including jobs
and projects that are created in InfoSphere DataStage and QualityStage
and analyses from IBM InfoSphere Discovery.
v BI report and model metadata that is imported by MetaBrokers and
bridges from BI tools such as IBM Cognos® and BusinessObjects.
The metadata repository is an IBM WebSphere J2EE application. The repository
uses standard relational database technology (such as IBM DB2 or Oracle) for
persistence. These databases provide backup, administration, scalability,
transactions, and concurrent access.

Importing and exporting metadata
InfoSphere Information Server offers many methods of importing metadata assets
into the metadata repository. Some methods include the ability to export metadata
from the repository to other tools, files, or databases.
Connectors, operators, and plug-ins
InfoSphere DataStage and QualityStage use connectors, operators, and
plug-ins to connect to various databases to extract, transform, and load
data. InfoSphere Information Analyzer and InfoSphere FastTrack use
connectors to access databases. In all cases, metadata about the physical
data resources, including host, database, schemas, tables, and columns, is
stored in the metadata repository for use by other suite tools.
MetaBrokers and bridges
MetaBrokers and bridges let you import metadata into the metadata
repository from external applications, databases, and files, including design
tools and BI tools. MetaBrokers are bridges that use IBM MetaBroker®
technology. Some MetaBrokers and bridges can also export metadata. You
can import many types of metadata, including the following:
v Hosts, databases, schemas, stored procedures, database tables, database
columns, and foreign keys
v Data files, data file structures, data file fields
BI reports, models, and their contained assets
Analysis information from IBM InfoSphere Discovery
Physical and naming models from IBM InfoSphere Data Architect
Glossary categories and terms for use in InfoSphere Business Glossary
and other suite tools
v Users and groups to designate as stewards for assets in the metadata
repository
v
v
v
v

Exchange of XML and CSV files
Several suite tools provide interfaces for import and export of XML and
comma-separated values (CSV) files that contain metadata of different
types:
v You can use InfoSphere Metadata Workbench to import extension
mapping documents and extension data sources that capture information
about processes and data sources from tools, scripts, and other programs
that do not save their metadata to the metadata repository.
v You can use InfoSphere FastTrack to import and export mapping
specifications in CSV format.
v You can use InfoSphere Business Glossary to import glossary content,
including categories, terms, and relationships to other assets.
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Browsing, analyzing, and deleting repository metadata
Users of each suite tool can browse and select the types of metadata assets that the
tool uses. For example, users of InfoSphere DataStage and QualityStage can select
jobs and the table definitions and stages that are used by jobs. Several tools
provide a wider view of the contents of the metadata repository:
v Users of InfoSphere Metadata Workbench can browse and query the full
spectrum of assets in the repository and run data lineage and impact analysis
reports.
v Users of InfoSphere Business Glossary can find and browse assets of many types
to assign terms to the assets or designate stewards or the assets.
v By using the repository management functionality of InfoSphere Information
Server, you can browse all physical data resources and BI assets in the repository
and delete redundant or unnecessary assets.

Moving assets between metadata repositories
After you have developed and tested your jobs and processes, you can move them
to a production environment. You can use the istool command line to move assets
from one InfoSphere Information Server repository to another. For example you
can move assets from a development environment to a test environment, and from
a test environment to a production environment.
By using the command line, you can move multiple types of assets and the
relationships between them:
v Jobs and projects from InfoSphere DataStage and QualityStage
v Categories, terms, and stewards from IBM InfoSphere Business Glossary
v Analysis summaries, projects, and metrics from IBM InfoSphere Information
Analyzer
v Mapping specifications from IBM InfoSphere FastTrack
v Physical data resources, including metadata for databases, schemas, tables,
columns, and data files.
v BI metadata, including BI reports, BI models and their contained assets.
v InfoSphere Information Server users, roles, and reports
The following tools also have user interfaces for moving assets between metadata
repositories:
v InfoSphere DataStage and QualityStage
v IBM InfoSphere Data Architect
v InfoSphere Business Glossary

Scenarios for metadata management
The comprehensive metadata management capability provides users of InfoSphere
Information Server with a common way to deal with descriptive information about
the use of data. The following scenarios describe uses of this capability.
Business analytics
A large, for-profit education provider needed to devise a strategy for better
student retention. Business managers needed to analyze the student life
cycle from application to graduation in order to direct their recruiting
efforts at students with the best chance of success.
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To meet this business imperative, the company designed and delivered a
business intelligence solution using a data warehouse. The warehouse
contains a single view of student information that is populated from
operational systems.
The IT organization uses InfoSphere Information Server and its metadata
repository to coordinate metadata throughout the project. Other tools that
are used include Embarcadero ER/Studio for data modeling and IBM
Cognos for business intelligence. The reports that are produced show an
accurate view of student trends over the lifecycle from application to
graduation.
The consumers are able to understand the meaning of the fields in their BI
reports by accessing the business definitions in InfoSphere Business
Glossary. This enables them to identify key factors that correlate student
characteristics and retention. They are also able to understand the origin of
data in the reports by using business lineage, which enables them to trust
the sources and flow of the data that they are looking at. The net result is
the ability to make better decisions with more confidence, allowing the
education provider to design and implement effective initiatives to retain
students.
Regulatory compliance reporting
A major financial institution needed to produce accurate, up-to-date Basel
II reports that would meet international regulatory standards. To meet this
regulatory imperative, the company had to understand precisely where
information concerning market, operational, and credit risk was stored.
Glossary terms with precise definitions were created in InfoSphere
Business Glossary and assigned to physical data sources where the data
was stored. InfoSphere Discovery was used to find existing data sources
automatically, which eliminated much manual work.
InfoSphere FastTrack was used to document source-to-target mappings,
which contribute to the full Basel II data flow. InfoSphere Information
Analyzer was used to ensure the quality of the data flowing into the BI
regulatory reports. InfoSphere Metadata Workbench was used to
demonstrate the flow of information from legacy data sources, through the
warehouse and into the BI reports.
The integrated metadata management of InfoSphere Information Server
enabled the company to produce timely, accurate compliance reports,
understand the location of critical data, and monitor data quality.

High availability in InfoSphere Information Server
IBM InfoSphere Information Server includes features that increase the availability
of the system.
A highly available system maximizes the percentage of time that the system services
are operational from the user point of view. To heighten availability, you
implement topologies and technologies that introduce redundancy. The aim is to
reduce or eliminate the number of single points of failure (SPOF): elements that, if
they fail, cause critical aspects of the system to stop operating.
IBM provides different high-availability solutions for each IBM InfoSphere
Information Server tier. This arrangement lets you take advantage of the best
available options for each major component in your installation. Each solution
allows you to design a variety of different highly available configurations, from
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relatively simple setups to complex installations. Most solutions involve clustering
of hardware and software components to provide redundancy.
In general, the higher the level of overall availability that you want to achieve, the
more complex the system you must design and maintain. Also, more highly
available systems generally require more hardware. For these reasons, consider the
level of availability that you require within each software tier in the system. You
might want a different level of availability within your development system than
you have within your production system.

Metadata repository options to increase availability
To increase the high availability of the metadata repository or the IBM InfoSphere
Information Analyzer analysis database, implement database clustering technology.
To address availability, you can create a clustered configuration of the metadata
repository database. You can also create a clustered configuration of the IBM
InfoSphere Information Analyzer analysis database.
The term cluster used within this context refers to a group of independent physical
computers or logical partitions (nodes) that are interconnected and work together as
a single system. To add capacity, you can add nodes to the cluster without
interrupting service.
It is possible to implement the database clusters in an enormous array of
topologies. IBM InfoSphere Information Server supports a subset of these
configurations. For information about implementing database clustering within
your installation, refer to the IBM InfoSphere Information Server Planning, Installation,
and Configuration Guide.

Common services tier options to increase availability
To increase the availability of the common services tier, implement IBM WebSphere
Application Server clustering.
To increase the availability of the common services tier, implement WebSphere
Application Server with members of the cluster on multiple host computers
(horizontal clustering). If a node becomes unavailable, its workload can be routed
to other nodes in the cluster.
Set up backup Web servers or load balancers to take over if the primary server
fails.

InfoSphere Information Server engine options to increase
availability
To increase the availability of the IBM InfoSphere Information Server engine, create
an active-passive configuration.
To set up a robust engine tier, create an active-passive solution by using
high-availability (HA) software such as Tivoli® System Administration for
Multiplatforms. This solution consists of at least two servers that share a common
storage resource such as a storage area network (SAN). At run time, only one of
the servers is active, running engine processes. The HA software maintains a
heartbeat signal between the servers that indicates that the active server is
operational. If the heartbeat signal stops, the HA software causes one of the
passive servers to take over. While the passive server is initializing, the engine is
not available to the system.

22

Introduction

With this configuration, a floating IP address and virtual host name are created for
the system at installation time. This information is associated with the active
server. All client programs connect to the system by using this address or host
name. If the active server fails, the information is automatically reassociated with
the passive server. Client programs do not need to connect to a different address.

InfoSphere Business Glossary and InfoSphere Business Glossary
Anywhere
IBM InfoSphere Business Glossary is an interactive, Web-based tool that enables
users to create, manage, and share an enterprise vocabulary and classification
system. InfoSphere Business Glossary Anywhere, its companion product, augments
InfoSphere Business Glossary with additional user-friendly features.
InfoSphere Business Glossary provides a collaborative authoring environment that
helps members of an enterprise create a central collection of enterprise-specific
terminology and its relationships to technical information assets. Such a collection,
called a business glossary, is designed to help users understand business language
and the business meaning of information assets like databases, jobs, database tables
and columns, and business intelligence reports.
Through the use of InfoSphere Business Glossary and the optional InfoSphere
Business Glossary Anywhere, users can gain insight to the following kinds of
information:
v Common business terminology
v Business meaning and descriptions of data
v Hierarchy of business information subject areas
v Stewardship
v Data sources and data flows
The following figure shows the sources and flow of glossary content and how
InfoSphere Business Glossary interacts with other InfoSphere Information Server
components and other InfoSphere products.
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Users can administer and access glossary content in a variety of ways:
InfoSphere Business Glossary browser
This web-based interface provides access for glossary administration,
authoring, and viewing. The tasks that users can do from the browser
depend on their assigned security roles.
Other InfoSphere products
You can access InfoSphere Business Glossary content from other InfoSphere
products such as IBM InfoSphere Blueprint Director, InfoSphere FastTrack,
InfoSphere Information Analyzer, InfoSphere Metadata Workbench, IBM
InfoSphere Data Architect, and IBM InfoSphere Warehouse.
InfoSphere Business Glossary Anywhere
With the separately licensed InfoSphere Business Glossary Anywhere
client, you can browse glossary content without having to leave the
application you are working in, such as an e-mail, a document or a web
page. Instead, you can search the business glossary for single words or
phrases that you capture from any text-based document that is open on
your Microsoft Windows desktop. InfoSphere Business Glossary Anywhere
also includes licensing for the InfoSphere Business Glossary REST API.
InfoSphere Business Glossary REST API
Developers can use the InfoSphere Business Glossary REST API
(Representational State Transfer application programming interface) to
create client applications that access and modify business glossary content
by means of a web service. The InfoSphere Business Glossary REST API is
licensed with InfoSphere Business Glossary Anywhere.
InfoSphere Business Glossary Client for Eclipse
An Eclipse plug-in allows users of Eclipse-based applications to browse
glossary content from directly within Eclipse applications. For example,
users of IBM Rational® Software Architect products can view and search
for terms, categories, and their properties, and apply them to model
elements. You can also install the Eclipse plug-in with other Eclipse-based
applications. The InfoSphere Business Glossary Client for Eclipse is
licensed with InfoSphere Business Glossary.
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IBM InfoSphere Business Glossary also supports integration with other software
such as IBM Cognos Business Intelligence products and IBM Industry Models.
InfoSphere Business Glossary Packs for IBM Industry Models provide
industry-specific sets of terms that you can use to quickly populate a business
glossary.

InfoSphere Business Glossary capabilities
IBM InfoSphere Business Glossary enables you to create a business glossary, a
central information collection that helps users in an enterprise understand business
language and the business meaning of information assets.
InfoSphere Business Glossary helps your enterprise with the following activities:

Develop and share a common vocabulary between business and
technology
A common vocabulary gives diverse users a common understanding of business
concepts, improving communication and efficiency.
For example, one department in an organization might use the word “customer,” a
second department might use the word “user,” and a third department might use
the word “client,” all to describe the same type of individual. IBM InfoSphere
Business Glossary enables your enterprise to capture these terms, define their
meaning, create relationships between them (in the example above, where all three
terms have the same meaning, they would be synonyms) and consolidate
terminology to achieve increased precision in communications. Other glossary
users can refer to this information at any time.
To develop a business glossary, authors and administrators can define categories
and business terms directly from within InfoSphere Business Glossary, or they can
import them into the glossary from other sources. The following figure shows the
editing interface for a term.
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Figure 11. Editing a term

Authors can specify information about terms and categories that describes their
usage within the enterprise. For example, for a given term or category, authors can
define descriptions, usage status, and relationships to other terms and categories.
Authors can also designate stewards for the terms (individuals or groups who are
responsible for their definition and maintenance in the glossary), Authors can
specify properties of a term, its relationships to other terms, any synonyms, and
can define custom (enterprise-specific) attributes for a term.
Administrators can import and export glossary content . This allows them to add
glossary content from other sources, modify glossary content offline, transfer
content from one glossary to another, and create an archive of the glossary.
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Associate business information with other information assets
Glossary authors can attach business meaning to technical assets and other
information sources by assigning them to business terms.
Technical assets, such as database columns, tables, or schemas that reside in the
IBM InfoSphere Information Server metadata repository can be shared with other
InfoSphere Information Server products.
An author might choose to assign an asset to a term if that asset was an
authoritative source of information about a term. For example, if a database
column contains information about customer addresses, then the author might
assign that database column to the term Customer Address. Or, an author might
assign an asset to a term if the asset provides further insight to the term.
Information resources that exist outside of the metadata repository cannot be
shared in this way but can also be assigned to terms. For example, you might
assign a web page or document to a term.
Multiple assets may be assigned to a single term, and multiple terms may be
assigned to a single asset.
Users can assign assets to terms while working with assets in other InfoSphere
components, such as IBM InfoSphere Information Analyzer, IBM InfoSphere
Metadata Workbench, IBM InfoSphere Data Architect, IBM InfoSphere FastTrack,
IBM InfoSphere Warehouse, and IBM InfoSphere Discovery.

Assign data stewards
IBM InfoSphere Business Glossary administrators can assign a single person or
group, called a steward, to manage information assets. Stewards are responsible for
the definition, maintenance, and use of assets.
When users display information about a term or technical information asset, the
display includes steward names and contact information, which facilitates
organizational communication. Stewardship can be transferred from one person or
group to another.
For example, suppose someone is a subject matter expert about a market segment.
This expert can be assigned to be the data steward who maintains terms,
categories, and other information assets that are related to that market segment.
When users view the details of a relevant term or category, they see the name and
contact information for the steward.

Understand the meaning of business terms
To understand the meaning of business terms as defined in the enterprise, users
can browse and search for terms and categories in the business glossary.
For example, an analyst might want to find out how the term “Accepted Flag
Type” is defined in his business. The analyst can use the IBM InfoSphere Business
Glossary browser or IBM InfoSphere Business Glossary Anywhere to find the
definition of the term, its usage, and other terms related to it. The analyst can also
find out what metadata repository assets are related to the term and can find out
details about these assets.
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Understand the origin of data
In addition to learning about the relationships between information assets and
business terms, users can also find out how data flows among information assets
by viewing business lineage reports.
IBM InfoSphere Business Glossary, when used in conjunction with InfoSphere
Metadata Workbench, provides information about the flow of data among
information assets. For example, a business lineage report for a business
intelligence (BI) report might show the flow of data from one database table to
another database table and from there to the BI report.
You can view business lineage from the IBM InfoSphere Business Glossary browser
and from InfoSphere Business Glossary Anywhere.

InfoSphere Business Glossary Anywhere capabilities
IBM InfoSphere Business Glossary Anywhere provides instant access to business
glossary content from any text file that is open on Microsoft Windows-based
computers. In addition, InfoSphere Business Glossary Anywhere comes with the
IBM InfoSphere Business Glossary REST API.
With InfoSphere Business Glossary Anywhere, users can perform the following
tasks:

Obtain business information from the desktop
With IBM InfoSphere Business Glossary Anywhere, users can perform searches of
the business glossary while in the midst of other computer-based tasks with no
loss of context or focus.
By clicking the mouse or pressing the keyboard, users can capture the word or
phrase in an open document on the Microsoft Windows desktop and initiate a
search of glossary content for it. Users have no need to separately open and log in
to InfoSphere Business Glossary, yet most of the same information is available to
them.
The following figure shows the display of information about a term in the
InfoSphere Business Glossary Anywhere window.
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Figure 12. InfoSphere Business Glossary Anywhere window

Integrate other applications with InfoSphere Business Glossary
IBM InfoSphere Business Glossary Anywhere provides licensing for the InfoSphere
Business Glossary REST (Representational State Transfer) API.
The InfoSphere Business Glossary REST API allows developers to build new client
applications or extend existing applications that access and author business
glossary content.

InfoSphere FastTrack
IBM InfoSphere FastTrack automates multiple data integration tasks from analysis
to code generation, while incorporating the business perspective and maintaining
lineage and documented requirements.
For enterprises of all sizes, InfoSphere FastTrack speeds time to value for strategic
initiatives by accelerating the translation of business requirements into data
integration projects that solve complex business problems.
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In enterprise integration projects, business analysts, data modelers and developers
must collaborate effectively. InfoSphere FastTrack accelerates collaborative
development across user roles, products, geographies, and workflow.
Too often, development time is spent not on programming or designing, but on
managing and translating differences between languages, work methods, and
synchronizing tool output. Schedules slip because excessive time is spent clarifying
business requirements and translating how the supporting data is used in the
creation of the source-to-target mappings. Typically, time is consumed by the
back-and-forth communication necessary to clarify terms or revise incomplete or
unclear specifications.
In addition to communication problems, the manual collaboration process is
inefficient. In a typical workflow, the data modeler models information sources and
targets and then sends these structures to the business analyst. The business
analyst manually defines the source-to-target mappings by creating a spreadsheet
to print and send to the developer. The lack of automation and audit trails in these
labor-intensive processes slows down the project, increases the potential for errors
to be introduced, and misses the opportunity to create artifacts that can be stored
in a common repository and used by other staff members during downstream
processes.
InfoSphere FastTrack eliminates the need to copy and paste information from
various documents that are used to design, review, and dispatch specifications.
InfoSphere FastTrack helps to manage details such as data conversion between a
source and target within a mapping, allowing the developer to focus on the more
complex logic. InfoSphere FastTrack transforms artifacts from a variety of sources
into details that can be easily understood and consumed by others. Information is
linked and is accessible in the metadata repository for IBM InfoSphere Information
Server, rather than being on a file system in spreadsheet form.
InfoSphere FastTrack helps translate your business requirements into business
applications. By utilizing metadata integration, InfoSphere FastTrack enables you to
discover table column relationships, to link columns to business glossary terms,
and to generate jobs that become the starting point for complex data
transformation in IBM InfoSphere DataStage and QualityStage Designer.
Source-to-target mappings can contain data value transformations that, as part of
specifications, define how to build applications.

Introduction to InfoSphere FastTrack
IBM InfoSphere FastTrack enables business analysts and developers to use business
requirements and efficiently move through design and development of extract,
transform, and load applications.
The following scenario illustrates how an organization can use InfoSphere
FastTrack to get, map, and transform data.

Scenario for mapping data: Financial services
A financial institution grew by acquisitions. The IT staff was faced with supporting
disparate data environments for its core banking system. The IT team uses IBM
InfoSphere Information Analyzer to analyze the data, IBM InfoSphere Business
Glossary to obtain a business view of the data and IBM InfoSphere FastTrack to
specify data relationships and transformations.
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The metadata repository contains the business category and category terms,
customer metadata such as account balance and credit history data fields, and a
data model.
Within InfoSphere FastTrack, the business analyst can create specifications that
consist of source-to-target mappings. The specifications link the customer data
fields to these items:
v Business terms
v Transformation rules that are used to compute the new data fields
The business analyst can also use InfoSphere FastTrack for these tasks:
v Using existing data profiling results that are in the metadata repository to
discover and optimize mapping.
v Generating jobs that can be further modified by a developer in IBM InfoSphere
DataStage and QualityStage Designer.

InfoSphere FastTrack in a business context
Business analysts can use IBM InfoSphere FastTrack as a design tool to define the
scope and content of extract, transform, and load applications.
Figure 13 shows the role that InfoSphere FastTrack plays in the information
integration process.
IBM® InfoSphere™ Information Server
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Figure 13. InfoSphere FastTrack: Helping you discover, model, and govern content for your applications

During the creation of mapping specifications, you can accomplish the following
tasks:
v Discover and map relationships between data sources
v Establish and apply transformation rules to mapped columns and annotate your
mapping specification for the developers who prepare the IBM InfoSphere
DataStage job
v Match business terms to data sources and standardize data source terminology
You can also generate candidate columns from business terms and can create
candidate terms that are associated with columns in your specification. The
business terms that you can publish from your candidate terms add more data
about columns to the specification and to the metadata repository and can be used
for data modeling.
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Where InfoSphere FastTrack fits in the InfoSphere Information
Server architecture
The role of IBM InfoSphere FastTrack is to track and automate efforts that span
multiple data integration tasks from analysis to code generation, thereby
shortening the time from business requirements to solution implementation.
The following high-level workflow illustrates how an organization can use
InfoSphere FastTrack in the application development workflow, enabling the
definition and creation of specifications. Refer to Figure 14.
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Figure 14. IBM InfoSphere FastTrack fulfills a strategic role translating business requirements into executable code for
application deployment

InfoSphere FastTrack simplifies and improves the communication process between
the business analyst and the developer. IBM InfoSphere Information Server,
together with InfoSphere FastTrack, automates the information flow between the
analyst, whose job is to translate business requirements into a set of specifications
for the team to act on, and the developer, whose job is to implement these
requirements and produce a data integration application. Among other ways,
InfoSphere FastTrack does this by converting a spreadsheet into an IBM InfoSphere
DataStage and QualityStage Designer job, which displays graphical representations
of source-to-target mappings. For the developer, turning a partially completed job
that includes specific instructions for completion into a finished application takes
less time and is more efficient than turning a spreadsheet into the same
application.
Business analysts often are required to create or use a common set of definitions to
ensure consistency in terminology across multiple development teams. Analysts
might start from scratch to describe these definitions. Alternatively, if corporate
business terms have already been defined externally or the IBM Industry Data

32

Introduction

Models are being used to accelerate project development work, this business
information might be imported into IBM InfoSphere Business Glossary and used
directly within InfoSphere FastTrack.
Rather than just creating a common set of definitions, the analyst can fully exploit
existing and newly created business terms by linking each business term to the
physical structures to reveal a comprehensive relationship. The full lineage of
business-to-technical metadata can then be published to InfoSphere Business
Glossary and accessed by users with the appropriate permissions.
The automated process creates reusable artifacts that are stored in the metadata
repository and are accessible to authorized staff members, thereby enhancing the
auditability and security of integration projects. The audit trail can be followed and
questions about historical decisions can be answered.
Security roles are maintained throughout this development process; for example,
users need to be specifically assigned privileges to see or modify InfoSphere
Business Glossary or profile data sources with IBM InfoSphere Information
Analyzer.

InfoSphere FastTrack capabilities
IBM InfoSphere FastTrack includes features that minimize the manual effort during
design cycles, while still achieving maximum impact on downstream development
activities.
InfoSphere FastTrack offers the following capabilities:
Automated IBM InfoSphere DataStage and QualityStage Designer job
generation
Automates parallel job generation and provides the ability to combine
multiple specifications to create a single job. Job generation automatically
derives an extract, transform, and load flow from business requirements.
Customizable spreadsheet view
Provides the ability to annotate column mappings with business rules and
transformation logic. You can also view detailed properties information
including an expandable view of the artifacts in the IBM InfoSphere
Information Server metadata services repository.
Automated discovery of relationships
Helps you to create customized discovery algorithms to find exact, partial,
and lexical matches on corresponding column names across source to
target structures.
Relationships with InfoSphere Business Glossary terms
Helps you to create new business terms and document their relationship to
corresponding physical columns as a part of the mapping process. The
relationships are then published to the InfoSphere Information Server
metadata services common repository so that they can be shared across
development teams.
Import data from Microsoft Excel spreadsheets and .csv formats
Allows you to import data from existing spreadsheets to start new
specifications. You can also export mapping specifications into Microsoft
Excel spreadsheets and .csv formats.
Flexible reporting capabilities
Provides information on column-level mappings, table-level mappings and
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lookups. You can create PDF and HTML reports that can be used to
communicate with development teams and management.
Table-level specifications
Provides the ability to define joins, filters and case statements, and use
joins that are found during profiling with IBM InfoSphere Information
Analyzer.
Lookup support
Provides the ability to define lookups to generate the “lookup stage” in the
generated integration job. These lookup definitions are searchable and
designed for reuse.
Generated Data Definition Language (DDL)
Provides the option to generate a target data model that data modelers and
developers can use if a data model does not currently exist for the target
application.

A closer look at InfoSphere FastTrack
IBM InfoSphere FastTrack accelerates the design time to create source-to-target
mappings and to automatically generate jobs. Mappings and jobs are then
integrated into the metadata repository for IBM InfoSphere Information Server.
You use a simple user interface to complete business requirements, track work, and
then translate the specifications directly into integration code for use by the
InfoSphere Information Server data integration engine.
v With the mapping editor, you create mappings by selecting source columns and
target columns from data source tables. You can drag tables or columns into the
mapping editor and then associate more data, such as business terms or
transformation operators, to the columns. You can obtain additional data from
columns for your mapping specification by using lookup tables. You can also
use a discover function to find column matches and create relationships between
columns.
v The Home and Mapping Specifications views provide profile and status
information about specifications that are contained within projects, and access to
tasks such as importing specifications, generating jobs, or publishing to a
metadata repository. Within a specification, you can obtain statistics, such as the
percentage of column mappings that have the source and target mapped, the
number of source and target tables, and the types of transformations in a
mapping specification.
v With the job generation wizard, you can generate multiple specifications into a
single job. You can compose jobs that are parallel or sequential. You can also
save the job in the metadata repository. You view the generated jobs and can
continue to enhance them in IBM InfoSphere DataStage and QualityStage
Designer.
InfoSphere FastTrack is integrated into InfoSphere Information Server so that
specifications, metadata, and the resulting jobs are accessible by team members
who use InfoSphere Information Server, IBM InfoSphere Information Analyzer,
InfoSphere DataStage, and IBM InfoSphere Business Glossary.

InfoSphere FastTrack tasks
IBM InfoSphere FastTrack enables you to capture and define business requirements
in a common, familiar format and then transform the business logic directly into
jobs that extract, transform, and load data.
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Starting an InfoSphere FastTrack project
You start a project by importing existing data or by creating mappings directly in
the mapping editor.
You can import mapping specifications from other application sources, such as
Microsoft Excel spreadsheets, and from .csv files. Once imported into IBM®
InfoSphere™ FastTrack, you can modify or enhance the mapping specifications and
then export the mapping specifications so that you can share your specifications
with other team members.
You can export mapping specifications as .csv files in order to save the
specifications to your local computer and share with team members that do not
have access to InfoSphere™ FastTrack. In the export, you can include specification
descriptions, business terms, business rules, transformations, annotations, joins,
filters, and lookup definitions.

Mapping source-to-target
You can enter source-to-target mapping specifications into the mapping editor.
These mappings can be quite complex and created at multiple levels.
These specifications can, for example, describe how to extract information from
sources, filter data, map source columns to business terms and use business terms
to generate a new or updated target data model and the associated table creation
definitions.
Using the mapping editor, you can use metadata that was previously captured and
stored in the shared IBM InfoSphere Information Server metadata services to
further accelerate the creation of source-to-target mappings. The mappings define
how data is extracted from a source, transformed according to business rules, and
loaded into the target data warehouse or application. You can use the metadata
import functionality in IBM InfoSphere FastTrack to import new metadata from
source systems that might not already be defined within InfoSphere Information
Server.
A table-level view of the mappings allows you to define filter criteria for a set of
data as well as define lookup information to extract from other data entities.
You can discover new ways to join tables within InfoSphere FastTrack or you can
use the profiling results from IBM InfoSphere Information Analyzer to define how
to connect multiple tables.
Column-level mappings define specific transformation rules such as defining
default values, checking valid values, performing mathematical functions and
string processing, among many other possibilities. If you are not sure how to apply
a particular business rule, you can create and apply detailed notes and annotations
to the column, which are automatically shared with the developer as part of the
business requirements through the mapping specification and generated jobs.
During the mapping process, you can also define the associations of business terms
to the column level so other individuals can understand the full spectrum of
information from a business viewpoint to its technical implementation.
When the mapping specification is complete, the updated target model structure is
included in the specification details. You can generate a new or updated data
definition language (DDL) script to give to the data architect and data modelers to
review, enhance, and deploy into the production application. Existing naming
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standards and conventions can be automatically applied during this step. As a
result, the data architect and data modeler might make very few changes before
deploying.
The generated job includes all transformation rules entered by the analyst so that
the captured business logic flows automatically through to implementation without
manual intervention. These jobs can be compiled immediately and run as-is.
Alternatively, if additional logic or tuning is required prior to deployment of a
production application, the developer can edit the job and review any relevant
analyst notes that are directly displayed as annotations on the job canvas.

Generating jobs
You can transform the business logic from one or more mapping specifications into
an IBM InfoSphere DataStage and QualityStage extract, transform, and load job
representing the data flow and rules graphically.
You can generate jobs for the developer to review and complete for production
deployment.
The generated job includes all transformation rules entered by the analyst so that
the captured business logic flows automatically through to implementation without
manual intervention. These jobs can be compiled immediately and run as-is.
Alternatively, if additional logic or tuning is required prior to deployment of a
production application, the developer can edit the job and review any relevant
analyst notes that are displayed as annotations on the job canvas.

Additional resources for IBM InfoSphere FastTrack
For more information about IBM InfoSphere FastTrack, see the following resources:
IBM InfoSphere Information Server information center
http://publib.boulder.ibm.com/infocenter/iisinfsv/v8r5/index.jsp
IBM InfoSphere Information Server for Linux, Unix and Windows - Data
Integration, Information Integration
http://www.ibm.com/software/data/integration/info_server/

InfoSphere Information Analyzer
You use data profiling and analysis to understand your data and ensure that it
suits the integration task. IBM InfoSphere Information Analyzer is a critical
component of IBM InfoSphere Information Server that profiles and analyzes data
so that you can deliver trusted information to your users.
InfoSphere Information Analyzer can automatically scan samples of your data to
determine their quality and structure. This analysis aids you in understanding the
inputs to your integration process, ranging from individual fields to high-level data
entities. Information analysis also enables you to correct problems with structure or
validity before they affect your project.
In many situations, analysis must address data, values, and rules that are best
understood by business users. Particularly for comprehensive enterprise resource
planning, customer relationship management, or supply chain management
packages, validating data against this business knowledge is a critical step. The
business knowledge, in turn, forms the basis for ongoing monitoring and auditing
of data to ensure validity, accuracy, and compliance with internal standards and
industry regulations.
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While analysis of source data is a critical first step in any integration project, you
must continually monitor the quality of the data. InfoSphere Information Analyzer
enables you to treat profiling and analysis as an ongoing process and create
business metrics that you can run and track over time.

InfoSphere Information Analyzer capabilities
IBM InfoSphere Information Analyzer automates the task of source data analysis
by expediting comprehensive data profiling and minimizing overall costs and
resources for critical data integration projects.
InfoSphere Information Analyzer represents the next generation in data analysis
tools, which are characterized by these attributes:
End-to-end data profiling and content analysis
Provides standard data profiling features and quality controls. The
metadata repository holds the data analysis results and project metadata
such as project-level and role-level security and function administration.
Business-oriented approach
With its task-based user interface, aids business users in reviewing data for
anomalies and changes over time, and provides key functional and design
information to developers.
Adaptable, flexible, and scalable architecture
Handles high data volumes with common parallel processing technology,
and utilizes common services such as connectivity to access a wide range
of data sources and targets.

Scenarios for information analysis
The following scenarios show how InfoSphere Information Analyzer helps
organizations understand their data to facilitate integration projects.
Food distribution: Infrastructure rationalization
A leading U.S. food distributor had more than 80 separate mainframe, SAP,
and JD Edwards applications supporting global production, distribution,
and CRM operations. This infrastructure rationalization project included
customer relationship management, order-to-cash, purchase-to-pay, human
resources, finance, manufacturing, and supply chain planning. The
company needed to move data from these source systems to a single target
system.
The company uses InfoSphere Information Analyzer to profile its source
systems and create master data for key business dimensions, including
customer, vendor, item (finished goods), and material (raw materials). They
plan to migrate data into a single master SAP environment and a
companion SAP BW reporting platform.
Financial services: Data quality assessment
A major brokerage firm had become inefficient by supporting dozens of
business groups with their own applications and IT groups. Costs were
excessive, regulatory compliance difficult, and it was impractical to target
low-margin, middle-income investors. When the federal government
mandated T+1, a regulation that changed industry standard practices, the
firm had to find a way to reduce the time to process a trade from 3.5 days
to 1 day, a reduction of 71.4 percent.
To meet the federal mandate, the brokerage house uses InfoSphere
Information Analyzer to inventory their data, identify integration points,
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remove data redundancies, and document disparities between applications.
The firm now has a repeatable and auditable methodology that utilizes
automated data analysis. By ensuring that all transactions are processed
quickly and uniformly, the company is better able to track and respond to
risk resulting from its clients' and its own investments.
Transportation services: Data quality monitoring
A transportation service provider develops systems that enable its
extensive network of independent owner-operators to compete in today's
competitive market. The owner-operators were exposed to competition
because they could not receive data quickly, and executives had little
confidence in the data that they received. Productivity was slowed by
excessive time reviewing manual intervention and reconciling data from
multiple sources.
InfoSphere Information Analyzer allows the owner-operators to better
understand and analyze their legacy data. It allows them to quickly
increase the accuracy of their business intelligence reports and restore
executive confidence in their company data. Moving forward, they
implemented a data quality solution to cleanse their customer data and
identify trends over time, further increasing their confidence in the data.

InfoSphere Information Analyzer in a business context
After obtaining project requirements, a project manager initiates the analysis phase
of data integration to understand source systems and design target systems. Too
often, analysis can be a laborious, manual process that relies on out-of-date (or
nonexistent) source documentation or the knowledge of the people who maintain
the source systems. But source system analysis is crucial to understanding what
data is available and its current state.
Figure 15 shows the role of analysis in IBM InfoSphere Information Server.
IBM® InfoSphere™ Information Server
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Figure 15. InfoSphere Information Analyzer: Helping you understand your data

InfoSphere Information Analyzer plays a key role in preparing data for integration
by analyzing business information to ensure that it is accurate, consistent, timely,
and coherent.
Profiling and analysis
Examines data to understand its frequency, dependency, and redundancy,
and to validate defined schema and definitions.
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Data monitoring and trending
Uncovers data quality issues in the source system as data is extracted and
loaded into target systems. Validation rules help you create business
metrics that you can run and track over time.
Facilitating integration
Uses tables, columns, probable keys, and interrelationships to help with
integration design decisions.
Data analysis helps you see the content and structure of data before you start a
project, and continues to provide useful insight as part of the data integration
process. The following data management tasks use data analysis:
Data integration or migration
Data integration or migration projects (including data cleansing and
matching) move data from one or more source systems to one or more
target systems. Data profiling supports these projects in three critical
stages:
1. Assessing sources to support or define business requirements
2. Designing reference tables and mappings from source to target systems
3. Developing and running tests to validate successful integration or
migration of data into target systems
Data quality assessment and monitoring
Evaluates quality in targeted static data sources along multiple dimensions
including completeness, validity (of values), accuracy, consistency,
timeliness, and relevance. Data quality monitoring requires ongoing
assessment of data sources. InfoSphere Information Analyzer supports
these projects by automating many of these dimensions for in-depth
snapshots over time.
Asset rationalization
Looks for ways to reduce costs that are associated with existing data
transformation processes (for example, processor cycles) or data storage.
Asset rationalization does not involve moving data, but reviews changes in
data over time. InfoSphere Information Analyzer supports asset
rationalization during the initial assessment of source content and structure
and during development and execution of data monitors to understand
trends and utilization over time.
Verifying external sources for integration
Validates the arrival of new or periodic external sources to ensure that
those sources still support the data integration processes that use them.
This process looks at static data sources along multiple dimensions
including structural conformity to prior instances, completeness, validity of
values, validity of formats, and level of duplication. InfoSphere
Information Analyzer automates many of these dimensions over time.

A closer look at InfoSphere Information Analyzer
IBM InfoSphere Information Analyzer is an integrated tool for providing
comprehensive enterprise-level data analysis. It features data profiling, analysis,
and design and supports ongoing data quality monitoring.
The InfoSphere Information Analyzer user interface allows you to perform a
variety of data analysis tasks, as Figure 16 on page 40 shows.
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Figure 16. Dashboard view of a project provides high-level trends and metrics

InfoSphere Information Analyzer can be used by data analysts, subject matter
experts, business analysts, integration analysts, and business end users. It has the
following characteristics:
Business-driven
Provides end-to-end data life cycle management (from data access and
analysis through data monitoring) to reduce the time and cost to discover,
evaluate, correct, and validate data across the enterprise.
Dynamic
Draws on a single active repository for metadata to provide a common
platform view.
Scalable
Leverages a high-volume, scalable, parallel processing design to provide
high-performance analysis of large data sources.
Extensible
Enables you to review and accept data formats and data values as business
needs change.
Service-oriented
Utilizes IBM InfoSphere Information Server's service-oriented architecture
to access connectivity, logging, and security services, allowing access to a
wide range of data sources (relational, mainframe, and sequential files) and
the sharing of analytical results with other InfoSphere Information Server
components.
Robust analytics
Helps you understand embedded or hidden information about content,
quality, and structure.
Design integration
Improves the exchange of information from business and data analysts to
developers by generating validation reference data and mapping data,
which reduce errors.

40

Introduction

Robust reporting
Provides a customizable interface for common reporting services, which
enables better decision making by visually representing analysis, trends,
and metrics.
InfoSphere Information Analyzer helps you manage the definition and analysis of
business rules. InfoSphere Information Analyzer examines source and target data,
analyzing across columns for valid value combinations, appropriate data ranges,
accurate computations, and correct if-then-else evaluations. InfoSphere Information
Analyzer establishes metrics to weight these business rules and stores a history of
these analyses and metrics that show trends in data quality.

Where InfoSphere Information Analyzer fits in the IBM
InfoSphere Information Server architecture
InfoSphere Information Analyzer uses a service-oriented architecture to structure
data analysis tasks that are used by many new enterprise system architectures.
InfoSphere Information Analyzer is supported by a range of shared services and
reuses several InfoSphere Information Server components.
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Figure 17. InfoSphere Information Server architecture

Because InfoSphere Information Analyzer has multiple discrete services, it has the
flexibility to configure systems to match varied customer environments and tiered
architectures. Figure 17 shows how InfoSphere Information Analyzer interacts with
the following elements of InfoSphere Information Server:
IBM InfoSphere Information Server Web console
Provides a graphical user interface to access InfoSphere Information
Analyzer functions and organize data analysis results.
Common services
Provide general services that InfoSphere Information Analyzer uses such as
logging and security. Metadata services provide access, query, and analysis
functions for users. Many services that are offered by InfoSphere
Information Analyzer are specific to its domain of enterprise data analysis
such as column analysis, primary key analysis and review, and cross-table
analysis.
Common repository
Holds metadata that is shared by multiple projects. InfoSphere Information
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Analyzer organizes data from databases, files, and other sources into a
hierarchy of objects. Results that are generated by InfoSphere Information
Analyzer can be shared with other client programs such as the IBM
InfoSphere DataStage and QualityStage Designer by using their respective
service layers.
Common parallel processing engine
Addresses high throughput requirements that are inherent in analyzing
large quantities of source data by taking advantage of parallelism and
pipelining.
Common connectors
Provide connectivity to all the important external resources and access to
the common repository from the processing engine. InfoSphere Information
Analyzer uses these connection services in the following ways:
v Importing metadata
v Performing base analysis on source data
v Providing drill-down and query capabilities

InfoSphere Information Analyzer tasks
The IBM InfoSphere Information Analyzer user interface provides controls that are
designed for integration development workflow.
The InfoSphere Information Analyzer user interface aids you in organizing data
analysis work into projects. The top-level view is called a Dashboard because it
reports a summary of key project and data metrics, both in a graphical format and
in a status grid format.
The high-level status view in Figure 18 on page 44 summarizes the data sources,
including their tables and columns, that were analyzed and reviewed so that
managers and analysts can quickly determine the status of work. The project view
of the GlobalCo project shows a high-level summary of column analysis, an
aggregated summary of anomalies found, and the Getting Started pane.
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Figure 18. InfoSphere Information Analyzer project view

While many data analysis tools are designed to run in a strict sequence and
generate one-time static views of the data, InfoSphere Information Analyzer
enables you to perform selected integration tasks as required or combine them into
a larger integration flow. The types of integration tasks include:
Profiling and analysis
Provides complete analysis of source systems and target systems, and
assesses the structure, content, and quality of data, whether at the column
level, the cross-column level, the table or file level, the cross-table level, or
the cross-source level. This task reports on various aspects of data
including classification, attributes, formatting, frequency values,
distributions, completeness, and validity.
Data monitoring and trending
Helps you assess data completeness and validity, data formats, and
valid-value combinations. This task also evaluates new results against
established benchmarks. Business users can develop additional data rules
to assess and measure content and quality over time. Rules can be simple
column measures that incorporate knowledge from data profiling or
complex conditions that test multiple fields. Validation rules assist in
creating business metrics that you can run and track over time.
Facilitating integration
Provides shared analytical information, validation and mapping table
generation, and testing of data transformations by using cross-comparison
of domains before and after processing.

Data profiling and analysis
IBM InfoSphere Information Analyzer provides extensive capabilities for profiling
source data. The main data profiling functions are column analysis, primary key
analysis, natural key analysis, foreign-key analysis, and cross-domain analysis.
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Column analysis
Column analysis generates a full-frequency distribution and examines all values for
a column to infer its definition and properties such as domain values, statistical
measures, and minimum and maximum values. Each column of every source table
is examined in detail. The following properties are observed and recorded:
v Count of distinct values or cardinality
v Count of empty values, null values, and non-null or empty values
v
v
v
v

Minimum, maximum, and average numeric values
Basic data types, including different date-time formats
Minimum, maximum, and average length
Precision and scale for numeric values

Figure 19. Column analysis example data view

InfoSphere Information Analyzer also enables you to drill down on specific
columns to define unique quality control measures for each column. Figure 19
shows results for a table named GlobalCo_Ord_Dtl. At the top is a summary
analysis of the entire table. Beneath the summary is detail for each column that
shows standard data profiling results, including data classification, cardinality, and
properties. When you select a column, additional tasks that are relevant to that
level of analysis become available.
Another function of column analysis is domain analysis. A domain is a valid set of
values for an attribute. Domain analysis determines the data domain values for
any data element. By using a frequency distribution, you can facilitate testing by
providing a list of all the values in a column and the number of occurrences of
each. Domain analysis checks whether a data element corresponds to a value in a
database table or file. Figure 20 on page 46 shows a frequency distribution chart
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that helps find anomalies in the QTYORD column.

Figure 20. Column analysis example graphical view

The bar chart shows data values on the y-axis and the frequency of those values
on the x-axis. This detail points out default and invalid values based on specific
selection, ranges, or reference sources, and aids you in iteratively building quality
metrics.
When you validate free-form text, it can be difficult to analyze and understand the
extent of the quality issues. InfoSphere Information Analyzer can show each data
pattern of the text for a detailed quality investigation. It helps with the following
tasks:
v Uncovering trends, potential anomalies, metadata discrepancies, and
undocumented business practices
v Identifying invalid or default formats and their underlying values
v Verifying the reliability of fields that are proposed as matching criteria for input
to IBM InfoSphere QualityStage and IBM InfoSphere DataStage

Primary key analysis
Primary key analysis information allows you to validate the primary keys that are
already defined in your data and identify columns that are candidates for primary
keys.
Columns that have a high percentage of uniqueness, as well as at least one foreign
key candidate, make the best primary key candidates. You can analyze and identify
the columns that have the highest uniqueness percentage and assign one of the
columns as the primary key. You might have only one primary key per table. For
example, if you have a customer table with a customer ID that was auto-generated
for identification purposes, and other tables in your data source link to that
customer ID, the customer ID is a good candidate for a primary key. It is unique
and was auto-generated for the purpose of being a primary unique identifier.
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Primary key analysis presents all of the columns and the potential primary key
candidates. A duplicate check validates the use of such keys. You select the
primary key candidate based on its probability for uniqueness and your business
knowledge of the data involved. If you select a multi-data column as the primary
key, the system will develop a frequency distribution for the concatenated values.

Natural key analysis
Natural keys are meaningful values that identify records, such as Social Security
numbers; that identify specific customers, calendar dates in a time dimension, or
SKU numbers in a product dimension. A natural key is a column that has a logical
relationship to other pieces of data within the record.
Natural key analysis uses the frequency distribution statistics that are gathered
when you analyze columns to profile the uniqueness of distinct values in each
column of a table. You can review the natural key analysis results and select a
natural key from the list of all natural key candidates.
Identifying natural keys to classify your data is beneficial because it allows you the
flexibility to have multiple natural keys that are associated with multiple foreign
keys, rather than having one primary key that is associated with multiple foreign
keys. After you select a natural key, you can automatically identify foreign keys by
running a relationship analysis on the column. You can then view the number of
foreign key candidates and the details associated with them.

Foreign-key analysis
Columns that have a high percentage of values identical to those contained in a
primary or natural key make the best foreign keys. When viewing the foreign-key
candidates for a particular primary or natural key, highlight the columns that have
the highest paired-to-base percentage. A percentage of 100% indicates that every
value within the paired column exists within the base column (primary key or
natural key column).
A column qualifies as a foreign-key candidate if the majority (for example, 98% or
higher) of its frequency distribution values match the frequency distribution values
of a primary key column. After you select a foreign key, the system performs a
bidirectional test (foreign key to primary key, primary key to foreign key) of each
foreign key's referential integrity and identifies the number of referential integrity
violations and "orphan" values (keys that do not match).

Cross-domain analysis
Cross-domain analysis examines content and relationships across tables. This
analysis identifies overlaps in values between columns, and any redundancy of
data within or between tables. For example, country or region codes might exist in
two different customer tables and you want to maintain a consistent standard for
these codes. Cross-domain analysis enables you to directly compare these code
values.
InfoSphere Information Analyzer uses the results of column analysis for each set of
columns that you want to compare. The existence of a common domain might
indicate a relationship between tables or the presence of redundant fields.
Cross-domain analysis can compare any number of domains within or across
sources.
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Data monitoring and trending
With baseline analysis, IBM InfoSphere Information Analyzer compares changes to
data from one previous column analysis (a baseline) to a new, current column
analysis.

Figure 21. Baseline comparison results

Figure 21 shows the results of comparing two distinct analyses on the
WorldCo_BillTo table. The comparison provides a description of the structural and
content differences, including the quality measures over time. The
STATE_ABBREVIATION column shows a new data value, which should prompt a
review of the column analysis for distinct changes that might affect overall data
completeness and validity.

Data rules and metrics
With InfoSphere Information Analyzer, you can create validation rules for data and
evaluate data sets for compliance. You can use these rules to create metrics that
you can run and track over time.
Although validation rules of different organizations, particularly within the same
industry, might be similar, each organization's rules will be specific to its
processing operations and policies. Validation rule analysis can extend the
evaluation of a data source or across data sources for defined relationships
between and among data.
InfoSphere Information Analyzer allows validation rules to be expressed in many
ways. It can also check to see if data conforms to certain constraints:
Containment
Whether a field contains a string or evaluates to a certain expression that
contains a certain string.
Equality
Whether a field equals a certain value.
Existence
Whether a source has any data.
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Format
Whether values in the source data match a pattern string.
Occurrence
The number of times that values occur within a source table.
Range The range of the source data. A range can include a minimum value,
maximum value, or both.
Reference column
Referential integrity of the source data against a reference column.
Reference list
Whether data fits a reference list of allowed values.
Type

Whether the source data can be converted from a character to a number or
date.

Uniqueness
Whether the source data has duplicate values. Certain fields such as
account number must always be unique.
These rules can be combined with logical operators to find rows from one or more
tables in which multiple columns have multiple characteristics. You can also
combine the rules with logical operators to evaluate complex conditions and
identify data that is not invalid in itself but tests a broader constraint or business
condition. For example, you might use a rule to measure a trend such as the
number of orders from a given customer for a specific class of products.
InfoSphere Information Analyzer supports the creation of benchmarks and metrics
that are used to measure ongoing data quality. Viewing the benchmark over time
provides valuable detail about data quality trends.

Facilitating integration
InfoSphere Information Analyzer facilitates information integration by using the
available source and target metadata and defined data rules and validation tables
to initiate the design of new data integration tasks. These tasks include
transformation and monitoring processes and generating new job designs. By
generating a set of values against which data rules compare the source data,
InfoSphere Information Analyzer can generate reference tables that are used for the
following tasks:
Mapping
A mapping table is used to replace an obsolete value in a data table with
an updated value as part of a transformation process.
Range checking
A range table helps you determine if a value in the data table falls within
minimum and maximum values.
Validity checking
A validity table aids in determining whether a value in the data table is
one of the valid domain values for the data element.
InfoSphere Information Analyzer facilitates integration by sharing metadata with
other components of IBM InfoSphere Information Server. You can bypass the data
quality investigation stage by using published metadata from InfoSphere
Information Analyzer. Figure 22 on page 50 shows metadata that is being
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published to the metadata repository.

Figure 22. Publishing metadata

InfoSphere Information Analyzer also supports the direct entry of associated
business terms to data sources, tables, or columns. Such terms and associations can
be used by IBM InfoSphere Business Glossary to expand the overall semantic
knowledge of an organization or to confirm that business information is reflected
in the actual data.

Results of the analysis
The results of a source system analysis support several key integration activities.
v Understanding the source data by using graphical displays and printed reports
v Generating validation reference tables
v Identifying source data for additional profiling and validation
v Generating mappings between the source database and a target database by
using shared metadata (an IBM InfoSphere DataStage)

Creating reference tables
You can create reference tables from the results of frequency distributions and use
the reference tables with other IBM InfoSphere Information Server suite
components or other systems to enforce domain and completeness requirements or
to control data conversion. You can create Validity, Range, Completeness, and
Mapping reference tables.
Reference tables improve the exchange of information from business and data
analysts, speed the task of mapping data between source and target systems, and
help you identify issues for review.

Securing analytical results
To meet current regulatory and compliance needs, organizations must track and
secure their data, particularly the privacy needs of their customers. From
customer-sensitive tax IDs to employee salaries to potential fraud indicators,
organizations must ensure that access to these and other highly sensitive data
fields is appropriately restricted.
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IBM InfoSphere Information Analyzer helps meet those critical requirements by
using a multilevel access and security environment. Access to the functions of
InfoSphere Information Analyzer is controlled with both server-level and
project-based user access, which is associated with appropriate roles from the
organization's underlying security framework.
At the project level, users are granted rights to both functions and data sources, to
the level of a specific column or field, giving you the flexibility to meet specific
compliance needs.

InfoSphere Metadata Workbench
IBM InfoSphere Metadata Workbench provides a visual, Web-based exploration of
metadata that is generated, used, and imported by IBM InfoSphere Information
Server. InfoSphere Metadata Workbench improves transparency of IT to the
business, and increases IT responsiveness by tracing and maintaining the
relationship paths of information throughout a data integration project.
Users of the different product modules of InfoSphere Information Server can use
the metadata workbench to view the metadata and the data assets in the
InfoSphere Information Server metadata repository.
InfoSphere Metadata Workbench provides end-to-end data flow reporting and
impact analysis of the data assets used by InfoSphere Information Server product
modules. For example, an InfoSphere Information Server user can import a
business intelligence report and use the data flow reporting of InfoSphere
Metadata Workbench to understand the way that IBM InfoSphere DataStage moves
and transforms data.
With InfoSphere Metadata Workbench you can create a query to discover a specific
set of assets in the metadata repository. The results of the query show the
relationships to those assets in a format that you can reuse, save, and export.
InfoSphere Metadata Workbench helps business and IT users explore and manage
the assets that are produced and used by the different InfoSphere Information
Server product modules:
v Explore the physical data resources within IBM InfoSphere DataStage job
designs, IBM InfoSphere Information Analyzer summaries, IBM InfoSphere
FastTrack specifications, and IBM InfoSphere Information Services Director
services.
v Generate data flow reports that show the complete lineage path of data
movement from tables, columns, report fields, applications, or data warehouses
back to source systems, including what types of processing are performed on
them along the way. Thus, business personnel can understand the origins of
their information and support regulatory compliance and auditability
requirements. For example, you can see which database column is the source for
a business intelligence report field and which jobs move the data into its final
destination.
Lineage reports can track the flow of data across your enterprise, even when the
data comes from other programs that do not save metadata to the metadata
repository. By creating extension mappings and extended data sources in the
metadata workbench you can track that flow and create extended data lineage
reports from any asset in the flow.
v Create custom attributes to use with extension mappings when standard
attributes such as name, type, and description are insufficient.
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v Create data flow reports that blend design and operational metadata, so that you
can see where data comes from, how it was moved, and how it was transformed
along the way. The reports are vital for addressing key regulations such as
Sarbanes-Oxley and Basel II.
v IT staff can assess the full impact of any system change before the change is
made – even when the impact spans across different tools. For example, an
InfoSphere Metadata Workbench dependency analysis report shows the job code
that must be updated if a source column is changed.

A closer look at InfoSphere Metadata Workbench
IBM InfoSphere Metadata Workbench displays metadata about the information
assets that are generated, used, and imported by IBM InfoSphere Information
Server.
IBM InfoSphere Metadata Workbench displays metadata about the information
assets that are generated, used, and imported by InfoSphere Information Server.
With the metadata workbench you can view and analyze the metadata about assets
produced by IBM InfoSphere DataStage, IBM InfoSphere QualityStage, IBM
InfoSphere Business Glossary, IBM InfoSphere Information Analyzer, IBM
InfoSphere FastTrack, IBM InfoSphere Information Services Director, and by
independent ETL applications.
Data integration managers and data analysts can use InfoSphere Metadata
Workbench to see how data flows from source to destination. The metadata
workbench is also used by developers and IT administrators to see what resources
are impacted when changes are made to data assets or physical assets.
Business users in InfoSphere Metadata Workbench, InfoSphere Business Glossary,
and IBM InfoSphere Business Glossary Anywhere can view a simplified report of
data flow that contains only those assets and details that are pertinent to business
users.
You use IBM InfoSphere Metadata Workbench to accomplish these tasks:
v View metadata associated with physical data resources that are used and shared
by InfoSphere Information Server tools.
v Explore InfoSphere DataStage and QualityStage jobs to understand the designed
flow of information between data sources and targets, as well as the actual
operational metadata from job runs.
v Explore business intelligence reports to see the connection to physical data
resources and jobs.
v Run data flow reports to show the movement of data from its source to its final
destination, and run dependency analysis reports to show you what asset or
resource depends on a particular information asset.
v Track the flow of data across your enterprise, even when you use external
processes that do not write to disk, or use tools, scripts, or other programs
whose metadata is not saved to the InfoSphere Information Server metadata
repository.
v Create custom attributes for source-to-target mappings when standard attributes
such as name, type, and description are insufficient.
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InfoSphere Metadata Workbench tasks
In IBM InfoSphere Metadata Workbench, business analysts, data analysts, ETL
(extract, transform, and load) developers, and other users of IBM InfoSphere
Information Server can understand and manage the flow of data through the
enterprise, and employ the metadata workbench to discover and analyze
relationships between information assets in the metadata repository.

Extend data lineage beyond the metadata repository
You can track the flow of data across your enterprise, even when you use external
processes that do not write to disk, or ETL tools, scripts, and other programs that
do not save their metadata in the metadata repository. For example, your
enterprise uses independent software ETL applications whose information is not
automatically stored in the metadata repository. By creating and importing
extended data sources, you can capture metadata from these ETL applications. You
can then use the extended data sources in extension mapping documents to track,
in a data or a business lineage report, the flow of information to and from the
extended data sources and other assets.

Discover and view metadata
You can discover and view details and relationships of jobs, business intelligence
reports, databases, data files, tables, columns, terms, stewards, servers, extended
data sources, and other assets. You can use functions for browse and advanced
query to discover assets that were created or imported into the metadata
repository, or that come from independent software applications.

Analyze dependencies and relationships
With InfoSphere Metadata Workbench, you can analyze dependencies and
relationships between assets.
Data lineage report
Data lineage analysis enables you to understand where data comes from or goes to
by using shared table information, job design information, operational metadata
from job runs, and mappings in extension mapping documents. These mappings
represent an external flow of data from one or more sources to one or more targets.
In addition, you can analyze operational metadata from job runs and report on
rows written and read, and the success or failure of events.
Business lineage report
Business lineage reports show a scaled-down view of a data lineage report without
the detailed information that is not needed by a business user. The reports show
data flows only through those information assets that have been configured to be
included in business lineage reports. In addition, business lineage reports include
extended data sources that are used in extension mappings. Business lineage
reports do not include jobs from IBM InfoSphere DataStage and QualityStage.
A business lineage report can be run from the metadata workbench, from the
browser for IBM InfoSphere Business Glossary, from IBM InfoSphere Business
Glossary Anywhere, and from Cognos applications.
Impact analysis report
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Impact analysis enables you to understand the dependencies and the effects of
changes between assets. For example, if a data server shuts down for maintenance,
the impact analysis report for that server shows whether specific jobs will fail
because they look for data on that server. Similarly, if you modify a database, the
impact analysis report shows which assets depend on that database. Data
administrators and information technology (IT) managers use this information to
make informed decisions before making changes to their assets and resources.

Build queries
You can use the query builder for sophisticated searches to view specific assets and
their available properties. You can create and edit your own queries as needed.
Queries can be published and made available to others in the enterprise.
Predefined queries in the query builder exist that provide commonly needed
information, such as a query to display a list of BI reports, their description, terms,
fields, and references to database tables and BI report collections.
The query builder also includes a tool for editing and deleting your saved queries.

InfoSphere DataStage
Data transformation and movement is the process by which source data is selected,
converted, and mapped to the format required by targeted systems. The process
manipulates data to bring it into compliance with business, domain, and integrity
rules and with other data in the target environment.
Transformation can take some of the following forms:
Aggregation
Consolidates or summarizes data values into a single value. Collecting
daily sales data to be aggregated to the weekly level is a common example
of aggregation.
Basic conversion
Ensures that data types are correctly converted and mapped from source to
target columns.
Cleansing
Resolves inconsistencies and fixing anomalies in source data.
Derivation
Transforms data from multiple sources by using an algorithm.
Enrichment
Combines data from internal or external sources to provide additional
meaning to the data.
Normalizing
Reduces redundant and potentially duplicated data.
Pivoting
Converts records in an input stream to many records in the appropriate
table in the data warehouse or data mart.
Sorting
Sequences data based on data or string values.
IBM InfoSphere DataStage supports the collection, transformation and distribution
of large volumes of data, with data structures that range from simple to highly
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complex. InfoSphere DataStage manages data that arrives and data that is received
on a periodic or scheduled basis. InfoSphere DataStage enables companies to solve
large-scale business problems with high-performance processing of massive data
volumes.
By utilizing the parallel processing capabilities of multiprocessor hardware
platforms, InfoSphere DataStage can scale to satisfy the demands of ever-growing
data volumes, stringent real-time requirements, and ever-shrinking batch windows.

Introduction to InfoSphere DataStage
IBM InfoSphere DataStage has the functionality, flexibility, and scalability that are
required to meet the most demanding data integration requirements.
InfoSphere DataStage has the following capabilities:
v Integrates data from the widest range of enterprise and external data sources
v Incorporates data validation rules
v Processes and transforms large amounts of data by using scalable parallel
processing
v Handles very complex transformations
v Manages multiple integration processes
v Provides direct connectivity to enterprise applications as sources or targets
v Utilizes metadata for analysis and maintenance
v Operates in batch, real time, or as a Web service

Scenarios for data transformation
The following scenarios show how organizations use InfoSphere DataStage to
address complex data transformation and movement needs.
Retail: Consolidating financial systems
A leading retail chain watched sales flatten for the first time in years.
Without insight into store-level and unit-level sales data, they could not
adjust shipments or merchandising to improve results. With long
production lead-times and existing large volume manufacturing contracts,
they could not change their product lines quickly, even if they understood
the problem. To integrate the company's forecasting, distribution,
replenishment, and inventory management processes, they needed a way
to migrate financial reporting data from many systems to a single system
of record.
The company deployed IBM InfoSphere Information Server to deliver data
integration services between business applications in both messaging and
batch file environments. InfoSphere DataStage is now the common
company-wide standard for transforming and moving data. The
service-oriented interface allows them to define common integration tasks
and reuse them throughout the enterprise. New methodology and reusable
components for other global projects will lead to additional future savings
in design, testing, deployment, and maintenance.
Banking: Understanding the customer
A large retail bank understood that the more it knew about its customers,
the better it could market its products, including credit cards, savings
accounts, checking accounts, certificates of deposit, and ATM services.
Faced with terabytes of customer data from vendor sources, the bank
recognized the need to integrate the data into a central repository where
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decision-makers could retrieve it for market analysis and reporting.
Without a solution, the bank risked flawed marketing decisions and lost
cross-selling opportunities.
The bank used InfoSphere DataStage to automatically extract and
transform raw vendor data, such as credit card account information,
banking transaction details and Web site usage statistics, and load it into
its data warehouse. From there, the bank can generate reports to track the
effectiveness of programs and analyze its marketing efforts. InfoSphere
DataStage helps the bank maintain, manage, and improve its information
management with an IT staff of three instead of six or seven, saving
hundreds of thousands of dollars in the first year alone, and enabling it to
use the same capabilities more rapidly on other data integration projects.

Where IBM InfoSphere DataStage fits in the overall business
context
InfoSphere DataStage enables an integral part of the information integration
process: data transformation, as Figure 23 shows:
IBM® InfoSphere™ Information Server

Unified Deployment

Understand

Cleanse

Transform

Deliver

Discover, model, and
govern information
structure and content

Standardize, merge,
and correct
information

Combine and
restructure information
for new uses

Synchronize, virtualize,
and move information
for in-line delivery

Unified Metadata Management
Parallel Processing
Rich connectivity to applications, data, and content

Figure 23. Transformation as part of the integration process

InfoSphere DataStage is often deployed to systems such as enterprise applications,
data warehouses, and data marts. InfoSphere DataStage provides this functionality
in the following ways:
v Enables the movement and transformation of data among operational,
transactional, and analytical targets
v Helps a company determine how best to integrate data, either in batch or in real
time, to meet its business requirements
v Saves time and improves consistency of design, development, and deployment

A closer look at InfoSphere DataStage
In its simplest form, IBM InfoSphere DataStage performs data transformation and
movement from source systems to target systems in batch and in real time.
The data sources might include indexed files, sequential files, relational databases,
archives, external data sources, enterprise applications, and message queues. Some
of the following transformations might be involved:
v String and numeric formatting and data type conversions.
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v Business derivations and calculations that apply business rules and algorithms to
the data. Examples range from straightforward currency conversions to more
complex profit calculations.
v Reference data checks and enforcement to validate customer or product
identifiers. This process is used in building a normalized data warehouse.
v Conversion of reference data from disparate sources to a common reference set,
creating consistency across these systems. This technique is used to create a
master data set (or conformed dimensions) for data about products, customers,
suppliers, and employees.
v Aggregations for reporting and analytics.
v Creation of analytical or reporting databases, such as data marts or cubes. This
process involves denormalizing data into such structures as star or snowflake
schemas to improve performance and ease of use for business users.
InfoSphere DataStage can also treat the data warehouse as the source system that
feeds a data mart as the target system, usually with localized, subset data such as
customers, products, and geographic territories.
InfoSphere DataStage delivers the following core capabilities:
v Connectivity to a wide range of mainframe, existing, and enterprise applications,
databases, and external information sources
v Prebuilt library of more than 300 functions
v Maximum throughput by using a parallel, high-performance processing
architecture
v Enterprise-class capabilities for development, deployment, maintenance, and
high-availability

Where IBM InfoSphere DataStage fits within the IBM InfoSphere
Information Server architecture
InfoSphere DataStage is composed of client-based design, administration, and
operation tools that access a set of server-based data integration capabilities
through a common services tier. Figure 24 shows the clients that comprise the
InfoSphere DataStage user interface tier.
Workstation
IBM InfoSphere DataStage clients

Designer

Director

Administrator

Figure 24. InfoSphere DataStage clients

Figure 25 on page 58 shows the elements that make up the server architecture.
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Figure 25. Server architecture

InfoSphere DataStage architecture includes the following components:
Common user interface
The InfoSphere DataStage user interface consists of the following client
applications:
IBM InfoSphere DataStage and QualityStage Designer
A graphical design interface that is used to create InfoSphere
DataStage applications (known as jobs). Because transformation is
an integral part of data quality, the IBM InfoSphere DataStage and
QualityStage Designer is the design interface for both InfoSphere
DataStage and IBM InfoSphere QualityStage.
Each job specifies the data sources, the required transformations,
and the destination of the data. Jobs are compiled to create
executables that are scheduled by the InfoSphere DataStage and
QualityStage Designer and run on the IBM InfoSphere Information
Server engine. The Designer client writes development metadata to
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the dynamic repository while compiled execution data that is
required for deployment is written to the metadata repository.
InfoSphere DataStage and QualityStage Director
A graphical user interface that is used to validate, schedule, run,
and monitor IBM InfoSphere DataStage sequences. The Director
client views data about jobs in the operational repository and
sends project metadata to the metadata repository to control the
flow of jobs.
IBM InfoSphere DataStage and QualityStage Administrator
A graphical user interface that is used for administration tasks
such as setting up IBM InfoSphere Information Server users;
logging, creating, and moving projects; and setting up criteria for
purging records.
Common services
The multiple discrete services of InfoSphere DataStage give the flexibility
that is needed to configure systems that support increasingly varied user
environments and tiered architectures. The common services provides
flexible, configurable interconnections among the many parts of the
architecture:
v Metadata services such as impact analysis and search
v Execution services that support all InfoSphere DataStage functions
v Design services that support development and maintenance of
InfoSphere DataStage tasks
Common repository
The common repository contains the following types of metadata that are
required to support InfoSphere DataStage:
Project metadata
All the project-level metadata components including jobs, table
definitions, built-in stages, reusable subcomponents, and routines
are organized into folders.
Operational metadata
The repository contains metadata that describes the operational
history of integration process runs, success or failure of jobs,
parameters that were used, and the time and date of these events.
Design metadata
The repository contains design-time metadata that is created by the
InfoSphere DataStage and QualityStage Designer and IBM
InfoSphere Information Analyzer.
Common parallel processing engine
The engine runs executable jobs that extract, transform, and load data in a
variety of settings. The engine uses parallelism and pipelining to rapidly
handle high volumes of work.
Common connectors
The connectors provide connectivity to a large number of external
resources and access to the common repository from the processing engine.
Any data source that is supported by InfoSphere Information Server can be
used as input to or output from a job.
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InfoSphere DataStage tasks
The key elements of IBM InfoSphere DataStage are jobs, which define the sequence
of transformation steps, and stages, the individual steps that make up jobs. Using
InfoSphere DataStage involves designing, executing, managing, deploying, and
administering jobs.

InfoSphere DataStage elements
The central IBM InfoSphere DataStage elements are projects, jobs, stages, links,
containers, and table definitions.

Projects
InfoSphere DataStage is a project-based development environment that you
initially create with the IBM InfoSphere DataStage and QualityStage Administrator.
During installation, or when you start an InfoSphere DataStage client tool (with the
exception of the Administrator), you can create a project. Each project contains all
the InfoSphere DataStage components including jobs and stages, table definitions,
and links and containers.

Jobs and stages
Jobs define the sequence of steps that determine how IBM InfoSphere Information
Server performs its work. After they are designed, jobs are compiled and run on
the parallel processing engine. The engine runs functions such as connectivity,
extraction, cleansing, transformation, and data loading based on the design of the
job.
The individual steps that make up a job are called stages. InfoSphere Information
Server offers dozens of prebuilt stages for performing most common data
integration tasks such as sort, merge, join, filter, transform, lookup, and aggregate.
The stages include powerful components for high-performance access to relational
databases for reading and loading, including parallel relational databases.
Stages typically provide 80 percent to 90 percent of the application logic that is
required for most enterprise data integration applications. InfoSphere Information
Server also provides a number of stage types for building and integrating custom
stages:
Wrapped stage
Enables you to run an existing sequential program in parallel
Build stage
Enables you to write a C expression that is automatically generated into a
parallel custom stage
Custom stage
Provides a complete C++ API for developing complex and extensible
stages.
Figure 26 on page 61 shows a simple job that consists of a data source, a
Transformer (conversion) stage, and the target database. The links between the
stages represent the flow of data into or out of a stage.
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Figure 26. Simple example of an InfoSphere DataStage job

InfoSphere DataStage provides a wide variety of stages. Table 1 describes some
representative examples.
Table 1. Examples of stages
Icon

Stage

Description

Transformer stage

Performs any required
conversions on an input data
set, and then passes the data
to another processing stage
or to a stage that writes data
to a target database or file.

Sort stage

Performs complex high-speed
sort operations.

Aggregator stage

Classifies data rows from a
single input data set into
groups and computes totals
or aggregations for each
group.

Complex Flat File stage

Extracts data from a flat file
containing complex data
structures, such as arrays or
groups.

DB2 stage

Reads data from or writes
data to IBM DB2.

Each stage has properties that tell it how to perform or process data. Properties
might include the file name for the Sequential File stage, the columns to sort, the
transformations to perform, and the database table name for the DB2 stage.
The InfoSphere DataStage plug-in architecture makes it easy for InfoSphere
software and vendors to add stages, such as additional connectivity.

Table definitions
Table definitions are the record layout (or schema) and other properties of the data
that you process. Table definitions contain column names, data type, length, and
other column properties including keys and null values. You can import table
definitions from databases, COBOL copybooks, and other sources, by using the
Designer client. These table definitions are then used within the links to describe
the data that flows between stages.
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Links and containers
In InfoSphere DataStage, links join the various stages in a job that describe the
flow of data and the data definitions from a data source through the processing
stages to the data target. Input links that are connected to the stage generally carry
data to the stage. Output links carry data that is processed by the stage.
Containers hold user-defined groupings of stages, or links that you can reuse.
Containers make it easier to share a workflow. There are two types of containers:
Shared
Reusable job elements that typically consist of a number of stages and links
Local

Elements that are created within a job and are accessible only by that job.
A local container, edited in a tabbed page of the job's diagram window, can
be used to “clean up” the diagram to isolate areas of the flow.

Overview of the Designer, Director, and Administrator clients
Three interfaces simplify the task of designing, running, managing and deploying,
and administering IBM InfoSphere DataStage jobs: the IBM InfoSphere DataStage
and QualityStage Designer, IBM InfoSphere DataStage and QualityStage Director,
and IBM InfoSphere DataStage and QualityStage Administrator.
IBM InfoSphere DataStage and QualityStage Designer:
The IBM InfoSphere DataStage and QualityStage Designer helps you create,
manage, and design jobs. You can also use the Designer client to define tables and
access metadata services.
v “Table definitions”
v “Accessing metadata services” on page 64
v “Creating jobs” on page 65
v “Designing jobs” on page 67
v
v
v
v
v
v
v

“Stage properties” on page 68
“Complex Flat File stage” on page 68
“Transformer stage” on page 69
“Slowly Changing Dimension stage” on page 70
“Dynamic Relational stage” on page 71
“SQL builder” on page 72
“Job sequences” on page 73

Table definitions
You can import, create, and edit table definitions from many sources (for example,
one source of table definitions is metadata from IBM InfoSphere Information
Analyzer). When you edit or view a table, the Table Definitions window opens, as
Figure 27 on page 63 shows.
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Figure 27. Table Definitions window

This window has the following pages:
General
Contains data source and description information.
Columns
Contains information about the columns including key values, SQL type,
and length.
Format
Contains information that describes data format when the data is read
from or written to a sequential file.
Relationships
Provides foreign key information about the table.
Parallel
Shows extended properties for table definitions that you can use in parallel
jobs.
Layout
Shows the schema format of the column definitions in a table.
Locator
Enables you to view and edit the data resource locator that is associated
with the table definition. The data resource locator describes the real-world
object.
NLS (if installed)
Shows the current character set map for the table definitions.
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Analytical information
Shows metadata that InfoSphere Information Analyzer generated.
Accessing metadata services
InfoSphere DataStage and QualityStage Designer accesses the metadata repository
to obtain live access to current metadata about integration projects and your
organization's enterprise data. You access data that is generated by metadata
bridges or InfoSphere Information Analyzer by using the Designer client. The
following services provide designers with access to metadata:
Simple and advanced find service
Enables you to search the repository for objects
Where used or impact analysis service
Shows both “used by” and “depends on” relationships
An option in the InfoSphere DataStage and QualityStage Designer shows
differences between jobs or table definitions in an InfoSphere DataStage context.
Figure 28 shows a textual report with links to the relevant editor in the Designer
client. You can also view differences for subsets of jobs such as shared containers
and routines. This report can optionally be saved as an XML file.

Figure 28. Job difference report
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Creating jobs
When you use the Designer client, you choose the type of job to create and how to
create it, as Figure 29 shows.

Figure 29. Choosing a job type

Different job types include parallel, mainframe, and job sequences. Job templates
help you build jobs quickly by providing predefined job properties that you can
customize. Job templates also provide a basis for commonality between jobs and
job designers.
You use the design canvas window and tool palette to design, edit, and save the
job, as shown in Figure 30 on page 66.
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Figure 30. Simple IBM InfoSphere DataStage job

Figure 30 shows the most basic IBM InfoSphere DataStage job, which contains
three stages:
v Data source (input) stage
v Transformation (processing) stage
v Target (output) stage
IBM InfoSphere DataStage jobs can be as sophisticated as required by your
company's data integration needs. Figure 31 on page 67 is an example of a more
complex job.

66

Introduction

Figure 31. More complex IBM InfoSphere DataStage job

Designing jobs
With the Designer client, you draw the integration process and then add the details
for each stage. This method helps you build and reuse components across jobs. The
Designer client minimizes the coding that is required to define even the most
difficult and complex integration process.
Each data source and each processing step is a stage in the job design. The stages
are linked to show the flow of data. You drag stages from the tool palette to the
canvas. This palette contains icons for stages and groups that you can customize to
organize stages, as shown in Figure 32 on page 68.
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Figure 32. Tool palette

After stages are in place, they are linked together in the direction that the data will
flow. For example, in Figure 30 on page 66, two links were added:
v One link between the data source (Sequential File stage) and Transformer stages
v One link between the Transformer stage and the Oracle target stage
You load table definitions for each link from a stage property editor, or select
definitions from the repository and drag them onto a link.
Stage properties
Each stage in a job has properties that specify how the stage performs or processes
data. Stage properties include file name for the Sequential File stage, columns to
sort and the ascending-descending order for the Sort stage, database table name for
a database stage, and so on. Each stage type uses a graphical editor.
Complex Flat File stage
The Complex Flat File (CFF) stage allows the reading and writing of data files that
contain numerous record formats in a single file. Figure 33 on page 69 shows a
three-record join. This stage supports both fixed and variable-length records and
joins data from different record types in a logical transaction into a single data
record for processing. For example, you might join customer, order, and units data.
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Figure 33. Complex Flat File stage window

The CFF stage and Slowly Changing Dimension stage offer a Fast Path concept for
improved usability and faster implementation. The Fast Path walks you through
the screens and tables of the stage properties that are required for processing the
stage. Help is available for each tab by hovering the mouse over the "i" in the
lower left.
Transformer stage
Transformer stages can have one primary input link, multiple reference input links,
and multiple output links. The link from the main data input source is designated
as the primary input link. You use reference links for lookup operations, for
example, to provide information that might affect the way the data is changed, but
not supplying the actual data to be changed.
Input columns are shown on the left and output columns are shown on the right.
The upper panes show the columns with derivation details. The lower panes show
the column metadata.
Some data might have to pass through the Transformer stage unaltered, but it is
likely that data from some input columns must be transformed first. You can
specify such an operation by entering an expression or selecting a transform to
apply to the data, called a derivation. IBM InfoSphere DataStage has many built-in
functions to use inside the derivations. You can also define custom transform
functions that are then stored in the repository for reuse.
You can also specify constraints that operate on entire output links. A constraint is
an expression that specifies criteria that data must meet before it can pass to the
output link.
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Slowly Changing Dimension stage
A typical design for an analytical system is based on a dimensional database that
consists of a central fact table that is surrounded by a single layer of smaller
dimension tables, each containing a single primary key. This design is also known
as a star schema.
Star schema data is typically found in the transactional and operational systems
that capture customer information, sales data, and other critical business
information. One of the major differences between a transactional system and an
analytical system is the need to accurately record the past. Analytical systems often
must detect trends to enable managers to make strategic decisions. For example, a
product definition in a sales tracking data mart is a dimension that will likely
change for many products over time but this dimension typically changes slowly.
One major transformation and movement challenge is how to enable systems to
track changes that occur in these dimensions over time. In many situations,
dimensions change only occasionally.
Figure 34 shows a typical primary key, the product sales keeping unit (PRODSKU).

Figure 34. Looking up primary key for a dimension table

The Slowly Changing Dimension (SCD) stage processes source data for a
dimension table within the context of a star schema database structure. The stage
lets you overwrite the existing dimension (known as a Type-1 change), update
while preserving rows (known as Type 2), or have a hybrid of both types. To
prepare data for loading, the SCD stage performs the following process for each
changing dimension in the star schema:
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1. Business keys from the source are used to look up a surrogate key in each
dimension table. Typically the dimension row is found.
2. If a dimension row is not found, a row must be created with a surrogate key.
3. If a dimension row is found but must be updated (Type-1), the update must be
done.
4. For preserving history (Type-2), a new row is added and the original row is
marked. A surrogate key is added to the source data and non-fact data is
deleted.
In a Type-2 update, a new row with a new surrogate primary key is inserted into
the dimension table to capture changes. All the rows that describe a dimension
contain attributes that uniquely identify the most recent instance and historical
dimensions. Figure 35 shows how the new product dimension is redefined to
include the data that goes into the dimension table and also contains the surrogate
key, expiry date, and the currency indicator.

Figure 35. Redefining a dimension table

Finally, the new record is written into the dimension table (with all surrogate
keys), reflecting the change in product dimension over time. Although the product
sales keeping unit has not changed, the database structure enables the user to
identify sales of current versions versus earlier versions of the product.
Dynamic Relational stage
Although IBM InfoSphere DataStage provides specific connectivity to virtually any
database management system, the Dynamic Relational stage allows the binding of
the type (for example, Oracle, IBM DB2, or SQL Server) to be specified at run time
rather than design time. The Dynamic Relational stage reads data from or writes
data to a database. Figure 36 on page 72 shows the general information about the
database stage including the database type, name, user ID, and password that is
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used to connect. Passwords can be encrypted.

Figure 36. Designing for the Dynamic Relational stage

SQL builder
For developers who need to use SQL expressions to define database sources, the
SQL builder utility provides a graphical interface for building simple-to-complex
SQL query statements. The SQL builder supports DB2, Oracle, SQL Server,
Teradata, and ODBC databases. Although ODBC can be used to build SQL that
will work for a broad range of databases, the database-specific parsers help you
take advantage of database-specific functionality. Figure 37 on page 73 shows how
the SQL builder guides developers in creating well-formed SQL queries.
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Figure 37. SQL builder utility

Job sequences
IBM InfoSphere DataStage provides a graphical job sequencer in which you can
specify a sequence of jobs to run. The sequence can also contain control
information. For example, the sequence might indicate different actions depending
on whether a job in the sequence succeeds or fails. After you define a job sequence,
you can schedule and run the sequence by using the Director client, the command
line, or an API. The sequence appears in the repository and in the Director client as
a job.
Designing a job sequence is similar to designing jobs. You create the job sequence
in the InfoSphere DataStage and QualityStage Designer, and add activities (rather
than stages) from the tool palette. You then join activities with triggers (rather than
links) to define control flow. Each activity has properties that can be tested in
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trigger expressions and passed to other activities farther down the sequence.
Activities can also have parameters, which supply job parameters and routine
arguments.
The job sequence has properties and can have parameters that can be passed to the
activities that it is sequencing. The sample job sequence in Figure 38 shows a
typical sequence that is triggered by an arriving file. The job also contains
exception handling with looping and flow control.

Figure 38. Sample job sequence

The job sequence supports the following types of activities:
Job

Specifies an IBM InfoSphere DataStage job.

Routine
Specifies a routine.
ExecCommand
Specifies an operating system command to run.
E-mail notification
Specifies that an e-mail notification must be sent at this point of the
sequence by using Simple Mail Transfer Protocol (SMTP). This method is
often used in exception and error handling.
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Wait-for-file
Waits for a specified file to appear or disappear. This activity can send a
stop message to a sequence after waiting a specified period of time for a
file to appear or disappear.
Run-activity-on-exception
Only one run-activity-on-exception is allowed in a job sequence. This
activity runs if a job in the sequence fails to run. (Other exceptions are
handled by triggers.)
Checkpoint, restart option for job sequences:
The checkpoint property on job sequences allows a sequence to be
restarted at the failed point.
Looping stages
StartLoop and EndLoop activities make the job sequencer more flexible
and give you more control.
User expressions and variables
Enables you to define and set variables. You can use these variables to
evaluate expressions within a job sequence flow.
Abort-activity-on-exception
Stops job sequences when problems occur.
Job management
The Designer client manages the project data, enabling you to view and edit items
that are stored in the metadata repository. This functionality enables you to import
and export items between different IBM InfoSphere DataStage systems and
exchange metadata with other tools. You can request reports on items in the
metadata repository.
The Designer client provides the following capabilities:
v Importing and exporting DSX and XML files
v EE configuration file editor
v Table definitions import
v Message Handler Manager
v MetaBroker import and export
v Importing Web service definitions
v Importing IMS™ definitions
v JCL templates editor
Figure 39 on page 76 shows the Designer client window for importing table
definitions.

Introduction to InfoSphere Information Server

75

Figure 39. Importing table definitions

Importing and exporting jobs
The InfoSphere DataStage and QualityStage Designer enables you to import and
export components for moving jobs among IBM InfoSphere DataStage
development, test, and production environments. You can import and export any
component in the repository, including a job.
The export facility is also valuable for generating XML documents that describe
objects in the repository. You can use a Web browser to view these documents. The
Designer client also includes an import facility for importing InfoSphere DataStage
components from XML documents.
IBM InfoSphere DataStage and QualityStage Director:
The IBM InfoSphere DataStage and QualityStage Director client validates, runs,
schedules, and monitors jobs that are run by the IBM InfoSphere Information
Server engine.
Running jobs
Running jobs with the InfoSphere DataStage and QualityStage Director includes
the following tasks:
Setting job options
Each time a job is validated, run, or scheduled, you can set options to

76

Introduction

change parameters, override default limits for row processing, assign
invocation IDs, and set tracing options.
Validating jobs
You can validate jobs before you run them for the first time and after any
significant changes to job parameters.
Starting, stopping, or resetting a job run
A job can be run immediately or scheduled to run at a later date.
Creating multiple job invocations
You can create multiple invocations of an InfoSphere DataStage server job
or parallel job, with each invocation by using different parameters to
process different data sets.
Monitoring jobs
The Director client includes a monitoring tool that displays processing information.
As Figure 40 shows, the Monitor Job Status window displays the following details:
v Name of the stages that perform the processing
v Status of each stage
v Number of rows that were processed
v Time to complete each stage
v Rows per second

Figure 40. Monitor Job Status window

A monitor window is available before a job starts, while it is running, or after it
completes. You can monitor multiple jobs at the same time with multiple monitor
windows.
Reviewing job log files
The job log file is updated when a job is validated, run, or reset. The log file is
valuable for troubleshooting jobs that fail during validation or that end abnormally.
Each log file describes events that occurred during the last (or previous) runs of
the job. Figure 41 on page 78 shows a graphical view of the log. The most recent or
current run is shown in black, the previous run is shown in dark blue, and the
others are in light blue. Entries are written to the log at these intervals:
v A job or batch starts or finishes
v A stage starts or finishes
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v Rejected rows are output
v Warnings or errors are generated

Figure 41. Job log view

When you select an event from the job log, you can view the full message in the
Event Detail window, as Figure 42 on page 79 shows. This window contains a
summary of the job and event details.
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Figure 42. Event Detail window

You can use the window to display related jobs. You can also filter items in the log
by time and event types, such as warnings.
Command-line interfaces
You can start, stop, and monitor jobs from the command line and by using an
extensive API.
The Command stage is an active stage that can run various external commands,
including server engine commands, programs, and jobs from anywhere in the
InfoSphere DataStage data flow.
You can run any command, including its arguments, by using the native command
window (shell) of the operating system. Examples include Perl scripts, DOS batch
files, UNIX scripts, and other command-line executable programs that you can call
if they are not interactive.
Command line, API, and Web service interfaces also exist to return job monitoring
information, as text or XML.
IBM InfoSphere DataStage and QualityStage Administrator:
IBM InfoSphere DataStage and QualityStage Administrator provides tools for
managing general and project-related tasks such as server timeout and NLS
mappings.
The Administrator client supports the following types of tasks:
v Adding new projects
v Deleting projects
v Setting project-level properties
v Setting and changing NLS maps and locales
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v Setting permissions and user categories to enable only authorized users to edit
components in the project or run jobs
v Setting mainframe and parallel job properties and default values

Data transformation for zSeries®
To integrate data throughout the enterprise, companies must access and respond to
all the information that affects them. A significant amount of corporate data
continues to reside in mainframes.
Mainframes play a key role in many enterprises. In some cases, the volume of data
is too large to be moved off the mainframe, for example the data stored in very
large databases (VLDB). In other cases, there are no migration paths, such as from
IBM IMS. Mainframes can also be the most reliable platform on which to run
corporate data for day-to-day business functions.
Some data integration efforts, such as decision support, occur off mainframe
systems to avoid tying up mainframe resources and to provide the fastest possible
response times. The mainframe-connectivity tools in IBM InfoSphere Information
Server are designed to help companies transmit data between mainframe systems
and their data warehouse systems.

InfoSphere DataStage MVS Edition
IBM InfoSphere DataStage MVS™ Edition enables integration of mainframe data
with other enterprise data. You can integrate data between applications and
databases on the mainframe, or between the mainframe and UNIX, Red Hat
Enterprise Linux, SUSE Enterprise Linux and Microsoft Windows.
Introduction to InfoSphere DataStage MVS Edition:
IBM InfoSphere DataStage MVS Edition consolidates, collects, and centralizes
information from various systems and mainframes by using native execution from
a single design environment.
InfoSphere DataStage MVS Edition generates COBOL applications and the
corresponding custom JCL scripts for processing mainframe flat files and data from
VSAM, DB2, IMS, and Teradata. Users can also integrate custom in-house
applications into the design.
InfoSphere DataStage MVS Edition includes the following features:
v Native COBOL support
v Support for complex data structures
v Multiple source and target support
v Complete development environment
v End-to-end metadata management
Figure 43 on page 81 shows the data transformation process that this edition uses.
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Figure 43. Data transformation process used by InfoSphere DataStage MVS Edition

InfoSphere DataStage MVS Edition complements existing infrastructures and skill
sets by processing directly on the mainframe, where sophisticated security, access,
and management already exist.
Without using InfoSphere DataStage MVS Edition, development time can take 16
to 20 times longer, and maintenance can take 10 to 20 times longer.
InfoSphere DataStage MVS Edition tasks:
IBM InfoSphere DataStage MVS Edition provides a broad range of metadata
import functions:
v COBOL file descriptions that enable you to import copybooks or definitions
from COBOL programs
v DB2 table definitions that enable you to import a DCLGEN report or connect to
DB2
v IMS Database Definition (DBD) and Program Specification Block (PSB)
v PL/I file descriptions that enable you to import table definitions that were
written by using PL/I language constructs to describe a record
v Assembler DSECT import function
v Metadata from any of the InfoSphere MetaBrokers or metadata bridges
Figure 44 shows a sample mainframe job.

Figure 44. Sample InfoSphere DataStage MVS Edition job

With InfoSphere DataStage MVS Edition, a job is generated into:
v A single COBOL program
v Compiled JCL with end-user customization capabilities
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v Run JCL for application execution and other steps as needed, based on job
design (for example, bulk load, FTP, presort)
After InfoSphere DataStage MVS Edition generates the COBOL and JCL, it uploads
the files to the mainframe for compilation and execution. After the job runs,
operational metadata is sent to the repository.
IBM InfoSphere DataStage MVS Edition connectivity
InfoSphere DataStage MVS Edition provides mainframe connectivity to IBM DB2,
IMS, VSAM, QSAM, ISAM, flat files, and Teradata on Microsoft Windows or
MP-RAS systems. A sophisticated editor is provided for hierarchical and
multiformat files, which are common to mainframe environments. Teradata
connectivity supports Teradata FastLoad, MultiLoad, TPump, FastExport, and a
relational stage for custom SQL statements.
IMS connectivity includes a graphical editor to specify details about the IMS
database, view, segments, and fields. InfoSphere DataStage MVS Edition generates
DLI and BMP programs for accessing IMS data.

InfoSphere DataStage Enterprise for z/OS
IBM InfoSphere DataStage Enterprise for z/OS® enables InfoSphere DataStage to
run under UNIX Systems Services (USS) on the mainframe.
You develop USS jobs by using a Windows-based InfoSphere DataStage client that
is connected to an IBM InfoSphere Information Server engine on UNIX. The same
parallel jobs that run on Linux, UNIX, and Windows run in parallel under USS.
You compile and run jobs by using one of two modes:
Tightly coupled
Allows jobs to be designed, compiled, and run under the control of the
InfoSphere DataStage clients. Logging and monitoring information is
available in InfoSphere DataStage. Remote shell (rsh) and FTP are used to
automatically connect to the mainframe.
Loosely coupled
Does not require a remote shell server to be enabled on the mainframe.
You can send job scripts to the mainframe manually or automatically by
using FTP. Jobs that contain Transformer stages, Lookup stages, or Build
stages are then compiled on the mainframe. All jobs might be run by using
command-line interfaces or a mainframe scheduler. Job logging and
monitoring information is not returned to the IBM InfoSphere Information
Server engine in this mode.
All of the base parallel stages on Linux, UNIX, and Windows are available in
InfoSphere DataStage Enterprise for z/OS, which can work with the following
data:
v z/OS UNIX files (read and write)
v QSAM data sets (read only)
v VSAM (ESDS, KSDS, RRDS) data sets (read only)
v DB2 (read, write, load, lookup, upsert)
v Teradata
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InfoSphere QualityStage
The data that drives today's business systems often comes from various sources
and disparate data structures. As organizations grow, they retain old data systems
and augment them with new and improved systems. Data becomes difficult to
manage and use, and a clear picture of a customer, product, or buying trend can be
practically impossible to ascertain.
The price of poor data is illustrated by these examples:
v A data error in a bank causes 300 credit-worthy customers to receive mortgage
default notices. The error costs the bank time, effort, and customer goodwill.
v A marketing organization sends duplicate direct mail pieces. A six percent
redundancy in each mailing costs hundreds of thousands of dollars a year.
v A managed-care agency cannot relate prescription drug usage to patients and
prescribing doctors. The agency's OLAP application fails to identify areas to
improve efficiency and inventory management and new selling opportunities.
The source of quality issues is a lack of common standards for how to store data
and an inconsistency in how the data is input. Different business operations are
often very creative with the data values that they introduce into your application
environments. Inconsistency across sources makes understanding relationships
between critical business entities such as customers and products difficult. In many
cases, there is no reliable and persistent key that you can use across the enterprise
to get all the information that is associated with a single customer or product.
Without high-quality data, strategic systems cannot match and integrate all related
data to provide a complete view of the organization and the interrelationships
within it. CIOs can no longer count on a return on the investments made in critical
business applications. The solution calls for a product that can automatically
reengineer, for example implement consistent use of hyphenation and
capitalization. Products must also match all types of customer, product, and
enterprise data, in batch or at the transaction level in real time.
IBM InfoSphere QualityStage is a data reengineering environment that is designed
to help programmers, programmer analysts, business analysts, and others cleanse
and enrich data to meet business objectives and data quality management
standards.

Introduction to InfoSphere QualityStage
IBM InfoSphere QualityStage comprises a set of stages, a Match Designer, and
related capabilities that provide a development environment for building
data-cleansing tasks called jobs.
Using the stages and design components, you can quickly and easily process large
stores of data, selectively transforming the data as needed.
InfoSphere QualityStage provides a set of integrated modules for accomplishing
data reengineering tasks:
v Investigating
v Conditioning (standardizing)
v Designing and running matches
v Determining which data records survive
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The probabilistic matching capability and dynamic weighting strategies of
InfoSphere QualityStage help you create high-quality and accurate data. With
InfoSphere QualityStage you can consistently identify core business information
such as customer, location, and product throughout the enterprise. InfoSphere
QualityStage standardizes and matches any type of information. By ensuring data
quality, InfoSphere QualityStage reduces the time and cost to implement CRM,
business intelligence, ERP, and other strategic customer-related IT initiatives.

Scenarios for data cleansing
Organizations need to understand the complex relationships that they have with
their customers, suppliers, and distribution channels. They need to base decisions
on accurate counts of parts and products to compete effectively, provide
exceptional service, and meet increasing regulatory requirements. Consider the
following scenarios:
Banking: One view of households
To facilitate marketing and mail campaigns, a large retail bank needed a
single dynamic view of its customers' households from 60 million records
in 50 source systems.
The bank uses InfoSphere QualityStage to automate the process.
Consolidated views are matched for all 50 sources, yielding information for
all marketing campaigns. The result is reduced costs and improved return
on the bank's marketing investments. Householding is now a standard
process at the bank, which has a better understanding of its customers and
more effective customer relationship management.
Pharmaceutical: Operations information
A large pharmaceutical company needed a data warehouse for marketing
and sales information. The company had diverse legacy data with different
standards and formats. Information was buried in free-form fields. The
company also struggled with incorrect data values, discrepancies between
field metadata and actual data in the field, and duplicates. It was
impossible to get a complete, consolidated view of an entity such as total
quarterly sales from the prescriptions of one doctor. Reports were difficult
and time-consuming to compile, and their accuracy was suspect.
Most vendor tools lack the flexibility to find all the legacy data variants,
different formats for business entities, and other data problems. The
company chose InfoSphere QualityStage because it goes beyond traditional
data-cleansing techniques to investigate fragmented legacy data at the level
of each data value. Analysts can now access complete and accurate online
views of doctors, the prescriptions that they write, and their managed-care
affiliations for better decision support, trend analysis, and targeted
marketing.
Insurance: One real-time view of the customer
A leading insurance company lacked a unique ID for each subscriber,
many of whom participated in multiple health, dental, or benefit plans.
Subscribers who visited customer portals could not get complete
information about their account status, eligible services, and other details.
Using InfoSphere QualityStage, the company implemented a real-time,
in-flight data quality check of all portal inquiries. InfoSphere QualityStage
and WebSphere MQ transactions were combined to retrieve customer data
from multiple sources and return integrated customer views. The new
process provides more than 25 million subscribers with a real-time,
360-degree view of their insurance services. A unique customer ID for each
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subscriber also helps the insurer move toward a single customer database
for improved customer service and marketing.

Where InfoSphere QualityStage fits in the overall business
context
InfoSphere QualityStage performs the preparation stage of enterprise data
integration (often referred to as data cleansing), as Figure 45 shows. InfoSphere
QualityStage uses the source systems analysis that is performed by IBM InfoSphere
Information Analyzer and supports the transformation functions of IBM InfoSphere
DataStage.
®

™
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Figure 45. InfoSphere QualityStage prepares data for integration

Working together, these products automate what was previously a manual or
neglected activity within a data integration effort: data quality assurance. The
combined benefits help companies avoid one of the biggest problems with
data-centric IT projects: low return on investment (ROI) caused by working with
poor-quality data.
Data preparation is critical to the success of an integration project. These common
business initiatives are strengthened by improved data quality:
Consolidating enterprise applications
High-quality data and the ability to identify critical role relationships
improves the success of consolidation projects.
Marketing campaigns
Strong understanding of customers and customer relationships reduces
costs, improves customer satisfaction and attrition, and increases revenues.
Supply chain management
Better data quality allows better integration between an organization and
its suppliers by resolving differences in codes and descriptions for parts or
products.
Procurement
Identifying multiple purchases from the same supplier and multiple
purchases of the same commodity leads to improved terms and reduced
cost.
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Fraud detection and regulatory compliance
Better reference data reduces fraud loss by quickly identifying fraudulent
activity.
Whether an enterprise is migrating its information systems, upgrading its
organization and its processes, or integrating and utilizing information, the
enterprise must determine the requirements and structure of the data that
addresses the business goals. you can use InfoSphere QualityStage to meet data
quality requirements. You can use InfoSphere QualityStage to reengineer the data.
A process for reengineering data accomplishes the following goals:
v Resolve conflicting and ambiguous meanings for data values
v Identify new or hidden attributes from free-form and loosely controlled source
fields
v Standardize data to make it easier to find
v Identify duplication and relationships among such business entities as
customers, prospects, vendors, suppliers, parts, locations, and events
v Create one unique view of the business entity
v Facilitate enrichment of reengineered data, such as adding information from
vendor sources or applying standard postal certification routines
You can use a data reengineering process in batch or real time for continuous data
quality improvement.

A closer look at InfoSphere QualityStage
IBM InfoSphere QualityStage uses out-of-the-box, customizable rules to prepare
complex information about your business entities for various transactional,
operational, and analytical purposes.
InfoSphere QualityStage automates the conversion of data into standard formats
and matches variables that are common to records (for example, given name, date
of birth, or gender) when unique identifiers are not available.
InfoSphere QualityStage components include the Match Designer, for designing
and testing match passes, and a set of data-cleansing operations called stages.
Information is extracted from the source system, measured, cleansed, enriched,
consolidated, and loaded into the target system.
At run time, data cleansing jobs consist of the following sequence of stages:
Investigate stage
Gives you complete visibility into the actual condition of data.
Standardize stages
Reformats data from multiple systems to ensure that the data has the
correct, specified content and format. Standardization rules are used to
create a consistent representation of the data. You can use reports to assess
the changes made to the data, and to communicate the changes to others.
Match stages
Ensure data integrity by linking records from one or more data sources
that correspond to the same customer, supplier, or other entity. Matching
can be used to identify duplicate entities that are caused by data entry
variations or account-oriented business practices. Unduplicate match jobs
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group records into sets that have similar attributes. The Reference Match
stage matches reference data to source data by using various match
processes.
Survive stage
Ensures that the best available data survives and is correctly prepared for
the target.
Business intelligence packages that are available to work with InfoSphere
QualityStage provide data enrichment:
IBM InfoSphere QualityStage Address Verification Interface
Matches address data against standard postal reference data that helps you
verify address information for 240 countries and regions.
Geocoding
Used for spatial information management and location-based services by
adding longitude and latitude information to location data.
Postal certification
Provide certified address verification and enhancement to address fields to
enable mailers to meet the local requirements to qualify for postal
discounts.

Where InfoSphere QualityStage fits in the IBM InfoSphere
Information Server architecture
InfoSphere QualityStage is built around a services-oriented vision for structuring
data quality tasks that are used by many new enterprise system architectures. As
part of the integrated InfoSphere Information Server platform, it is supported by a
broad range of shared services and benefits from the reuse of several suite
components.
InfoSphere QualityStage and IBM InfoSphere DataStage share the same
infrastructure for importing and exporting data, designing, deploying, and running
jobs, and reporting. The developer uses the same design canvas to specify the flow
of data from preparation to transformation and delivery.
Multiple discrete services give InfoSphere QualityStage the flexibility to match
increasingly varied customer environments and tiered architectures. Figure 46 on
page 88 shows how the IBM InfoSphere DataStage and QualityStage Designer
(labeled "Development interface") interacts with other elements of the platform to
deliver enterprise data analysis services.
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Figure 46. InfoSphere Information Server product architecture

The following suite components are shared:
Common user interface
The IBM InfoSphere DataStage and QualityStage Designer provides a
development environment. The IBM InfoSphere DataStage and
QualityStage Administrator provides access to deployment and
administrative functions. InfoSphere QualityStage is tightly integrated with
InfoSphere DataStage and shares the same design canvas, which enables
users to design jobs with data transformation stages and data quality
stages in the same session.
Common services
InfoSphere QualityStage uses the common services in InfoSphere
Information Server for logging and security. Because metadata is shared
“live” across tools, you can access services such as impact analysis without
leaving the design environment. You can also access domain-specific
services for enterprise data cleansing such as investigate, standardize,
match, and survive from this tier.
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Common repository
The repository holds data to be shared by multiple projects. Clients can
access metadata and results of data analysis from the respective service
tiers.
Common parallel processing engine
The parallel processing engine addresses high throughput requirements for
analyzing large quantities of source data and handling increasing volumes
of work in decreasing time frames.
Common connectors
Any data source that is supported by InfoSphere Information Server can be
used as input to an InfoSphere QualityStage job by using connectors. The
connectors also enable access to the common repository from the
processing engine.

InfoSphere QualityStage tasks
IBM InfoSphere QualityStage helps establish a clear understanding of data and
uses best practices to improve data quality.
As shown in Figure 47, providing quality data has four stages:
Data investigation
To fully understand information.
Data standardization
To fully cleanse information.
Data matching
To create semantic keys to identify information relationships.
Data survivorship
To build the best available view of related information.

Customers

Products/
Materials

Transactions

IBM InfoSphere QualityStage Process
1. Data investigation
2. Data standardization
3. Data matching
4. Data survivorship
Target database with
consolidated views

Vendors/
Suppliers

Figure 47. Steps in the InfoSphere QualityStage process

Investigate stage
Understanding your data is a necessary precursor to cleansing. You can use IBM
InfoSphere Information Analyzer to create a direct input into the cleansing process
by using shared metadata, or use the Investigate stage to create this input.
The Investigate stage shows the actual condition of data in legacy sources and
identifies and corrects data problems before they corrupt new systems.
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Investigation parses and analyzes free-form fields, counts unique values, and
classifies or assigns a business meaning to each occurrence of a value within a
field.
Investigation achieves these goals:
v Uncovers trends, potential anomalies, metadata discrepancies, and
undocumented business practices.
v Identifies invalid or default values.
v Reveals common terminology.
v Verifies the reliability of fields that are proposed as matching criteria.
The Investigate stage takes a single input, which can be a link from any database
connector that is supported by IBM InfoSphere DataStage, from a flat file or data
set, or from any processing stage. Inputs to the Investigate stage can be fixed
length or variable.

Figure 48. Designing the Investigate stage

As Figure 48 shows, you use the IBM InfoSphere DataStage and QualityStage
Designer to specify the Investigate stage. The stage can have one or two output
links, depending on the type of investigation that you specify.
The Word Investigation stage parses free-form data fields into individual tokens
and analyzes them to create patterns. This stage also provides frequency counts on
the tokens. To create the patterns in address data, for example, the Word
Investigation stage uses a set of rules for classifying personal names, business
names, and addresses. The stage provides pre-built rule sets for investigating
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patterns on names and postal addresses for a number of different countries. For
example, for the United States the stage parses the following components:
USPREP
Name, address, and area if the data is not previous formatted
USNAME
Individual and organization names
USADDR
Street and mailing addresses
USAREA
City, state, ZIP code, and so on
The test field 123 St. Virginia St. is analyzed in the following way:
1. Field parsing breaks the address into the individual tokens of 123 , St., Virginia,
and St.
2. Lexical analysis determines the business significance of each token:
a. 123 = number
b. St. = street type
c. Virginia = alpha
d. St. = Street type
3. Context analysis identifies the various data structures and content as 123 St.
Virginia, St.
a. 123 = House number
b. St. Virginia = Street address
c. St. = Street type
The Character Investigation stage parses a single-domain field (one that contains
one data element or token, such as Social Security number, telephone number, date,
or ZIP code) to analyze and classify data. The Character Investigation stage
provides a frequency distribution and pattern analysis of the tokens.
A pattern report is prepared for all types of investigations and displays the count,
percentage of data that matches this pattern, the generated pattern, and sample
data. This output can be presented in a wide range of formats to conform to
standard reporting tools.

Overview of Standardize stages
After obtaining an understanding of data by using tools such as the Investigation
stage, you can begin the process of cleansing your data. IBM InfoSphere
QualityStage can transform any data type into your desired standards. You can
generate reports and use the reports to analyze the effects and progress of your
standardization process.
Standardize stage:
You apply out-of-the-box rules with the Standardize stage to reformat data from
multiple systems. This stage facilitates effective matching and output formatting.
The Standardize stage applies consistent representations, corrects misspellings, and
incorporates business or industry standards. It formats data, places each value into
a single domain field, and transforms data into a standard format.
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As Figure 49 shows, you can select from predefined rules to apply the appropriate
standardization for the data set.

Figure 49. Standardize rule process

Standardization Quality Assessment (SQA) stage:
To assess the results of your standardization process and verify that the results
meet your data quality objectives, you can use a Standardization Quality
Assessment (SQA) stage.
The SQA stage assesses records that have been processed through the Standardize
stage. From the SQA stage, you can generate high-level summary reports that
show statistics about the data processed. The statistics reveal processing patterns
that you can analyze. You might also want to dig deeper and generate example
reports for specific record sets.
Using SQA reports, you can see how much data remained unstandardized or
unhandled as shown in Set 2 in Figure 50 on page 93. Or, you can see if the
percentage of the records that populate a specific column meets your expectation.
For example, you know that your records contain the names of many professionals
that are identified by a designation such as Ph.D, M.D., CEng., or LL.B. You expect
to find record sets with values in the Name Suffix column. The data in Set 5 in
Figure 50 on page 93 does not meet your expectation.
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Standardization Quality Assessment (SQA)
Record Examples
Displayed sets comprise 100.00% of the processed records
Set 1

Set 2

Set 3

72.03% 11.69% 2.43%

Set 4

Set 5

Set 6

Set 7

Set 8

Set 9

Set 10

2.15%

1.68%

1.22%

1.12%

0.94%

0.56%

0.56%

HouseNumber
HouseNumberSuffix
StreetPrefixDirectional
StreetPrefixType
StreetName
StreetSuffixType
StreetSuffixQualifier
StreetSuffixDirectional
RuralRouteType
RuralRouteValue

Figure 50. Example of an SQA report: composition set

By generating a SQA record example report, you can see the columns that are a
result of standardization at the record set level. For example, if you expected that
most records are standardized with columns for Name Suffix but the results shown
in the SQA report do not match your expectation, you can use record example
reports to examine a representative sample of records. In the example reports, you
can see record values and how values are processed by the standardization
business rules. You can see in Figure 51 that the name suffixes are not handled in
the way that is expected. The name suffixes LL.B. and CEng. are affixed to the
primary name and are not placed in a Name Suffix column.
Set 5 of 6 (8.33%, 3 of 36 total records) - 3 record examples shown
Input Record

NameType

GenderCode

FirstName

MiddleName

PrimaryName

Bob X Gabage LLB

I

M

BOB

X

GABAGE LLB

Ricardo E Campbell LLB

I

M

RICARDO

E

CAMPBELL LLB

MICHELLE H MEAD CEng

I

F

MICHELLE

H

MEAD CENG

Figure 51. Set 5 of a Record Examples report

Overview of Match stages
Data matching finds records in a single data source or independent data sources
that refer to the same entity (such as a person, organization, location, product, or
material) even if there is no predetermined key.
To increase its usability and completeness, data can be consolidated or linked along
any relationship, such as a common person, business, place, product, part, or
event. You can also use matching to find duplicate entities that are caused by data
entry variations or account-oriented business practices.
During the data matching stage, IBM InfoSphere QualityStage takes the following
actions:
v Identifies duplicate entities (such as customers, suppliers, products, or parts)
within one or more data sources
v Creates a consolidated view of an entity according to business rules
v Provides householding for individuals (such as a family or group of individuals
at a location) and householding for commercial entities (multiple businesses in
the same location or different locations)
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v Enables the creation of match groups across data sources that might or might
not have a predetermined key
v Enriches existing data with new attributes from external sources such as credit
bureau data or change of address files
Match frequency stage:
The Match Frequency stage gives you direct control over the disposition of
generated frequency data. This stage provides results that can be used by the
Match Designer and match stages, but enables you to generate the frequency data
independent of running the matches.
You can generate frequency information by using any data that provides the fields
that are needed by a match. Then you can let the generated frequency data flow
into a match stage, store it for later use, or both. Figure 52 shows how Standardize
stage and Match Frequency stage are added in the Designer client.

Figure 52. Designing a job with Standardize and Match Frequency stages

In this example, input data is being processed in the Standardize stage with a rule
set that creates consistent formats. The data is then split into two data streams.
One stream passes data to a standard output and the other passes data to the
Match Frequency stage.
Match stage:
Matching is a two-step process: first you block records and then you match them.
Blocking step
Blocking identifies subsets of data in which matches can be more efficiently
performed. Blocking limits the number of record pairs that are being
examined, which increases the efficiency of the matching.
To understand the concept of blocking, consider a column that contains age
data. If there are 100 possible ages, blocking partitions a source into 100
subsets. The first subset is all people with an age of zero, the next is people
with an age of 1, and so on. These subsets are called blocks.
If the age values are uniformly distributed, 10 records out of the
1000-record source contain data for people of age 0 on each source, 10
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records for people of age 1, and so on. The pairs of records to be compared
are taken from records in the same block. The first block consists of all
people of age 0 on each data source. This is 10 times 10 or 100 record pairs.
The second block consists of all people on each data source with an age of
1.
When the process is complete, you compared 100 (blocks) x 100 (pairs in a
block) = 10,000 pairs, rather than the 1,000,000 record pairs that are
required without blocking. You can also combine multiple blocking
variables into a single block for a single pass. For example, blocking on age
and gender divides the sources into sets of 0-year-old males, 0-year-old
females, 1-year-old males, 1-year-old females, and so on.
Matching step
The strategy that you choose to match data depends on your data
reengineering goals. There are two types of Match stage:
Reference match
Identifies relationships among records. This match can group
records that are being compared in different ways:
One-to-one matching
Identifies all records in one data source that correspond to
a record for the same individual, event, household, or
street address in a second data source. Only one record in
the reference source can match one record in the data
source because the matching applies to individual events.
Many-to-one matching
Multiple records in the data file can match a single record
in the reference file. For example, matching a transaction
data source to a master data source allows many
transactions for one person in the master data source.
Unduplicate Match
Locates and groups all similar records within a single input data
source. This process identifies potential duplicate records, which
might then be removed.
Tasks in the Match Designer:
The Match Designer is a tool for creating a match specification. The main area of
the Match Designer is made up of two tabs. On the Compose tab, you design and
fine-tune the match passes. On the Total Statistics tab, you provide cumulative and
individual statistics for match passes.
You can use the Match Designer to create multiple match specifications that
include one or more passes. Each pass is separately defined and is stored in the
repository to be reused. Within each pass of a match specification, you define the
blocking fields and match commands.
You can run each pass on test data that is created from a representative subset of
your production data and view the results in a variety of graphic displays. You can
also use frequency information that is generated by the Match Frequency stage to
help create your match specifications.
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Compose
On the Compose tab, you design the Match passes and add them to the Match job.
You can add, delete, and modify Match passes in this section. For each Match pass,
you can specify blocking fields, matching fields, cutoff weights, and view the
weight histogram, data results, and Match pass statistics.
The top pane in the Compose tab has two sections: the Match Type area and the
Match Pass Holding Area.
The Match Type area is a kind of sandbox for designing jobs that displays the
current Match job. In this area, you can rearrange the order in which the Match
passes run in the Match job, add or remove passes, and create new passes.
The Match Pass Holding Area is used to keep iterations of a particular pass
definition or alternate approaches to a pass. The passes in the holding area do not
run as part of the match job, but can be tested in isolation. You can add any of the
Match passes in the holding area to the Match job by moving the Match pass to
the Match Type area. Also, you can remove any of the Match passes from the
Match job by moving it from the type area into the Match Pass Holding Area. Any
pass, whether in the type or holding areas, can be test run. This approach lets you
perform trial runs of different pass definitions without needing to lose alternate
definitions.
The Blocking Columns area designates the fields that must match exactly for
records to be in the same processing group for the match. The right pane shows
the histogram and data sections when the run is complete.
You can sort and search the data columns from the match results. You can also
display weight comparisons of the selected records that are based on the last
match run or the current match settings.
The Total statistics tab displays cumulative statistics for the Match job and
statistics for individual Match passes for the most recent run of the Match.

Survive stage
The Survive stage consolidates duplicate records, which creates a best-of-breed
representation of the matched data.
The Survive stage implements the business and mapping rules, creating the
necessary output structures for the target application and identifying fields that do
not conform to load standards.
Survivorship consolidates duplicate records, creating the best representation of the
match data so companies can use it to load a master data record, cross-populate all
data sources, or both. During the Survive stage, IBM InfoSphere QualityStage takes
the following actions:
v Supplies missing values in one record with values from other records on the
same entity
v Populates missing values in one record with values from corresponding records
which have been identified as a group in the matching stage
v Enriches existing data with external data
Figure 53 on page 97 shows a Survive stage called BTSURV. This stage is used as
part of a job in which matched input data from a sequential file is acting as input,
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and the survived data is moved to a sequential file.

Figure 53. Designing the Survive stage

Accessing metadata services
IBM InfoSphere QualityStage and IBM InfoSphere DataStage users can access the
metadata repository to obtain live access to current metadata about integration
projects and enterprise data. Data generated by metadata bridges or IBM
InfoSphere Information Analyzer is accessible from the IBM InfoSphere DataStage
and QualityStage Designer.
The following services provide designers with access to metadata:
Simple and advanced find
Enables the InfoSphere QualityStage user to search the repository for
objects. Two functions are available: a simple find capability and a more
complex advanced find capability.
Where used or impact analysis
Enables the InfoSphere QualityStage user to show both “used by” and
“depends on” relationships.
Job, Table, or Routine Difference
Enables the InfoSphere QualityStage user to see difference reports that
show change in integration processes or data.

InfoSphere Information Services Director
IBM InfoSphere Information Services Director provides an integrated environment
that enables the user to rapidly deploy information server logic as services.
InfoSphere Information Services Director utilizes other components of IBM
InfoSphere Information Server for understanding, cleansing, and transforming
information and deploys those integration tasks as consistent and reusable
information services.
These reusable information services have the following characteristics:
Always on
The services are always running, waiting for requests. This continuous
availability removes the overhead of batch startup and shutdown and
enables services to respond instantaneously to requests.
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Scalable
The services distribute request processing and stop and start jobs across
multiple servers, enabling high performance with large, unpredictable
volumes of requests.
Standards-based
The services are based on open standards and can be invoked by
standards-based technologies including enterprise application integration
(EAI) and enterprise service bus (ESB) platforms, applications, and portals.
Flexible
You can start the services by using multiple mechanisms (bindings) and
choose from many options for using the services.
Manageable
Monitoring services coordinate timely reporting of system performance
data.
Reliable and highly available
If any server becomes unavailable, it routes service requests to a different
server in the pool.
Reusable
The services publish their own metadata, which can be found and called
across any network.
High performance
Load balancing and the underlying parallel processing capabilities of
InfoSphere Information Server create high performance for any type of
data payload. A data integration service is created by designing the data
integration process logic in InfoSphere Information Services Director and
publishing it as a service. These services can then be accessed by external
projects and technologies.
Invoking service-ready data integration tasks ensures that business processes such
as quote generation, order entries, and procurement requests receive data that is
correctly transformed, standardized, and matched across applications, partners,
suppliers, and customers.
After an integration service is enabled, any enterprise application, .Net or Java™
developer, Microsoft Office or integration software can invoke the service by using
a binding protocol such as Web services.

InfoSphere Information Services Director architecture
The extensible architecture of IBM InfoSphere Information Services Director makes
it possible for you to enable a broad range of IBM InfoSphere Information Server
tasks as services.

Infrastructure services
InfoSphere Information Services Director is deployed on a J2EE-based Service
Backbone that provides flexible, distributable, and configurable interconnections
among the many parts of the architecture. These infrastructure services include:
Logging services
Provide a central place for a user to record service events. Logs go into the
common repository with each service provider defining relevant logging
categories for that service. Configurations determine which categories of
logging messages are actually saved in the repository.
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Security services
Support role-based authentication of users, access-control services, and
encryption appropriate for compliance with many privacy and security
regulations.
Load balancing and availability services
Support routing requests to multiple servers to provide optimal loading
and a high availability environment that can recover from any individual
server failure.

Service catalog
Provides users with the means to search and browse services by category and to
view descriptions available to be defined by InfoSphere Information Services
Director. If you have WebSphere Service Registry and Repository installed,
InfoSphere Information Services Director also provides a direct link to the
WebSphere Service Registry and Repository.

Information provider handlers
Each service is performed by defining operations performed by an operations
provider. InfoSphere Information Services Director agents contain handlers to
process service requests from the following operations providers:
IBM InfoSphere DataStage
Transforms data of any complexity and delivers it to target applications.
IBM InfoSphere DataStage provides built-in connectivity for easy access to
any source or target system, advanced development tools to define and
deploy transformation integration processes and a scalable platform to
process massive volumes of data.
IBM InfoSphere QualityStage
Prepares data for integration by providing a powerful framework for
developing and deploying data matching, standardization, enrichment and
survivorship operations, which simplifies the process of integrating similar
data from multiple sources.
IBM DB2
Provides a native interface to IBM's flagship relational database system for
development and deployment of critical enterprise data.
IBM InfoSphere Federation Server
The Federation server presents a single virtual view of the data that might
exist in many forms: structured and unstructured; mainframe and
distributed; public and private. This data might reside in diverse source
systems, such as Oracle databases, enterprise applications, Microsoft
spreadsheets, flat files, the Web, news groups, and more, and be
distributed across a variety of operating environments, such as Windows,
Linux, UNIX, and z/OS.
IBM InfoSphere Classic Federation Server for z/OS
The Classic Federation server provides SQL access to mainframe databases
and files without mainframe programming. By using the key product
features, you can read from and write to mainframe data sources by using
SQL, map logical relational table structures to existing physical mainframe
databases and files, use the Classic Data Architect graphical user interface
(GUI) to issue standard SQL commands to the logical tables, use
standards-based access with ODBC, JDBC, or CLI interfaces, and take
advantage of multi-threading with native drivers for scalable performance.
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Oracle The Oracle server provides an interface to Oracle's relational database
system for the development and deployment of critical enterprise data.
IBM InfoSphere Master Data Management Server
IBM InfoSphere Master Data Management Server manages master data
information about customers, accounts, and products from many enterprise
applications (for example, ERP, CRM, and data warehouses) and delivers a
single, consistent view of the information. It is a service-oriented business
application that is designed to be integrated with all business applications
and process management tools during real time or batch processing. This
interface allows MDM Web services to be registered with InfoSphere
Information Services Director.

Service bindings
Service consumers are able to access information services by using multiple
technologies for program interoperability (bindings). InfoSphere Information
Services Director allows the same service to support multiple protocol bindings, all
defined within the WSDL file. This improves the utility of services and therefore
increases the likelihood of reuse and adoption across the enterprise. InfoSphere
Information Services Director provides the unique ability to publish the same
service by using the following bindings, which include:
SOAP over HTTP (Web services)
Any XML Web service–compliant application can invoke an information
service as a Web service. These Web services support the generation of
“literal document-style” and “SOAP-encoded RPC-style” Web services.
SOAP and Text over JMS
In a message queue environment, InfoSphere Information Services Director
can automatically generate an asynchronous JMS queue listener
(message-driven bean) and route incoming SOAP messages into
information services. As an option, it can adapt the output of an
information service into a SOAP message that can be posted to one or
more JMS queues or topics.
Text over HTTP
You can customize the format of messages for HTTP requests and response
payloads to conform to specific requirements. When you use the Text over
HTTP binding, you can send data in SOAP, XML, text, or any other format
to InfoSphere Information Services Director by transforming the request
payload. You can apply your own XSLT stylesheet before it is sent to the
information provider to transform the request payload. The XSLT style
sheet that you provide is also used to transform the information provider
results before it is returned in the HTTP response.
EJB

For Java-centric development, InfoSphere Information Services Director can
generate a J2EE-compliant EJB (stateless session bean) where each
information service is instantiated as a separate synchronous EJB method
call.

REST For distributed hypermedia systems, InfoSphere Information Services
Director can generate services that use a REST (Representational State
Transfer) invocation: HTTP GET (or POST for complex input) for service
requests and XML or JSON format for the response.
REST 2.0
For distributed hypermedia systems, InfoSphere Information Services
Director can generate services that use a REST (Representational State
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Transfer) invocation: HTTP GET, POST, PUT, and DELETE for service
requests and XML or JSON format for the response.
RSS

By using the RSS binding, InfoSphere Information Services Director can
expose services as RSS (Really Simple Syndication) feeds. RSS is a Web
content syndication format that is also used as an effective and simple way
to uniquely identify and exchange time-stamped data and associated
metadata.

Information service consumers
Information Service consumers are a broad set of custom applications and products
that call information services that are created by InfoSphere Information Services
Director. Although many technologies can work with InfoSphere Information
Services Director bindings, InfoSphere Information Services Director offers pre-built
plug-ins and interfaces to a number of WebSphere products. These include the
following consumers:
WebSphere Process Server
A special interface called WebSphere Process Server applications allows
users to employ information services as part of orchestrations defined in
WebSphere Integration Developer. After it is deployed, the information
server can be invoked through any of its multiple supported bindings,
such as Web Services, EJB, or JMS.
Portlets
Portlets are pluggable user interface components that are managed and
displayed in a Web portal. Portlets produce fragments of markup code that
are aggregated into a portal page. The WebSphere Portlet Factory speeds
IBM WebSphere Portal deployments by automating portlet development
for faster time-to-value and enables developers of any skill level to
construct, change, deploy, and maintain custom portlets. InfoSphere
Information Services Director integration with the Portlet Factory enables
users to automatically incorporate information service data into the
creation of a portlet that can be deployed in WebSphere Portal Server.
Service Component Architecture (SCA)
Provides a client programming model and consistent way of describing
components as services available over different protocols. SCA is supported
by IBM's WebSphere Enterprise Service Bus (ESB) product.

InfoSphere Information Services Director in a business
context
By enabling integration tasks as services, IBM InfoSphere Information Services
Director is a critical component of the application development and integration
environment.
The service-oriented architecture (SOA) infrastructure of InfoSphere Information
Services Director ensures that data integration logic that is developed in IBM
InfoSphere Information Server can be used by any business process. The best data
is available at all times, to all people, and to all processes.
The following categories represent common uses of InfoSphere Information
Services Director in a business context:
Real-time data warehousing
Enables companies to publish their existing data integration logic as
services that can be called in real time from any process. This type of
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warehousing enables users to perform analytical processing and loading of
data based on transaction triggers, ensuring that time-sensitive data in the
warehouse is completely current.
Matching services
Enables data integration logic to be packaged as a shared service that can
be called by enterprise application integration platforms. This type of
service allows reference data such as customer, inventory, and product data
to be matched to and kept current with a master store with each
transaction.
In-flight transformation
Enables enrichment logic to be packaged as shared services so that
capabilities such as product name standardization, address validation, or
data format transformations can be shared and reused across projects.
Enterprise data services
Enables the data access functions of many applications to be aggregated
and shared in a common service tier. Instead of each application creating
its own access code, these services can be reused across projects,
simplifying development and ensuring a higher level of consistency. One of
the major advantages of this approach is that you can combine data
integration tasks with the leading enterprise messaging, enterprise
application integration (EAI), and business process management (BPM)
products by using binding choices.
Because most middleware products support Web services, there are often multiple
options for how this support is done. For example, integration products such as
IBM InfoSphere Federation Server or WebSphere Business Integration Message
Broker can invoke InfoSphere Information Services Director to access service-ready
jobs.
The following examples show how organizations use InfoSphere Information
Services Director to improve efficiency and validate information in real time.
Pharmaceutical industry: Improving efficiency
A leading pharmaceutical company needed to include real-time data from
clinical labs in its research and development reports. The company used
IBM InfoSphere DataStage to define a transformation process for XML
documents from labs. This process used SOA to expose the transformation
as a Web service, allowing labs to send data and receive an immediate
response. Pre-clinical data is now available to scientific personnel earlier,
allowing lab scientists to select which data to analyze. Now, only the best
data is chosen, greatly improving scientists' efficiency.
Insurance Industry: Validating addresses in real time
An international insurance data services company employs InfoSphere
Information Server to validate and enrich property addresses by using Web
services. As insurance companies submit lists of addresses for
underwriting, services standardize the addresses based on their rules,
validate each address, match the addresses to a list of known addresses,
and enrich the addresses with additional information that helps with
underwriting decisions. The company now automates 80 percent of the
process and eliminated most of the errors. The project was simplified by
using the InfoSphere Information Services Director capabilities and the
standardization and matching capabilities of IBM InfoSphere QualityStage.
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InfoSphere Information Services Director tasks
IBM InfoSphere Information Services Director provides an integrated environment
for designing services that enables you to rapidly deploy integration logic as
services without assuming extensive development skills.
With a simple, wizard-driven interface, you can attach a specific binding and
deploy a reusable integration service. InfoSphere Information Services Director also
provides these features:
v Load-balancing and administrator services for cataloging and registering services
v Shared reporting and security services
v A metadata services tier that promotes reuse of the information services by
defining what the service does and what information it delivers.

Enablement of information providers
An information provider is both the server that contains units that you can expose
as services and the units themselves, such as IBM InfoSphere DataStage or IBM
InfoSphere QualityStage or jobs or federated SQL queries.
Each information provider must be enabled. To enable these providers, you use
IBM InfoSphere Information Services Director.
You use the Add Information Provider window to enable information providers
that you installed outside of IBM InfoSphere Information Server, such as
InfoSphere DataStage servers or federated servers.

Creation of a project
A project is a collaborative environment that you use to design applications,
services, and operations.

About this task
All project information that you create by using IBM InfoSphere Information
Services Director is saved in the common metadata repository so that it can be
shared among other IBM InfoSphere Information Server components.
You can export a project to back up your work or share work with other
InfoSphere Information Server users. The export file includes applications, services,
operations, and binding information.

Creation of an application
An application is a container for a set of services and operations. An application
contains one or more services that you want to deploy together as an enterprise
archive (EAR) file on an application server.

About this task
All design-time activity occurs in the context of applications:
v Creating services and operations
v Describing how message payloads and transport protocols are used to expose a
service
v Attaching a reference provider, such as an IBM InfoSphere DataStage job or an
SQL query, to an operation

Introduction to InfoSphere Information Server

103

You can create an application from the Develop navigator menu of the IBM
InfoSphere Information Server console. You can also export services from an
application before it is deployed and import the services into another application.
You can change the default settings for operational properties when you create an
application or later, as the following figure shows.

Figure 54. Application details in the Open Application pane
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Creation of a service
When you create a service, you specify such options as name, base package name
for the classes that are generated during the deployment of the application, and
optionally the home Web page and contact information for the service.
After you create the service, you attach a binding for the service.

Addition of an operation
Each information service is composed of the operations of a provider such as a
database or IBM InfoSphere DataStage. You add operations to define the
information tasks of a service.
The operation describes the actual task performed by the information provider.
Examples of operations include an IBM InfoSphere QualityStage or InfoSphere
DataStage job, an IBM InfoSphere Federation Server query, or invoking a stored
procedure in an IBM DB2 database. The operation must identify one or more
information providers that perform work and return results or acknowledgments
to a service client.

Administration of IBM InfoSphere Information Services Director
tasks
The InfoSphere Information Services Director command line tool supports import
and export of project resources and administration tasks such as deploy and
undeploy, enable and disable, and metadata update.
This tool consists of commands that you can use to do the following
administration tasks on multiple project resources at a time:
v Export project resources from an existing installation of InfoSphere Information
Services Director
v Import these project resources into another InfoSphere Information Services
Director installation for deployment on that installation
v Enable and disable service providers for one or more applications
v Deploy and undeploy one or more applications
v Upgrade applications by regenerating and redeploying the application, if
needed. In addition, upgrades can involve replacing all existing provider
information with the current information for that application
v Update imported metadata information to ensure that it matches the metadata
information in the new environment

Deployment of applications and their services
You deploy an application on IBM WebSphere Application Server to enable the
information services that are contained in the application to receive service
requests.

About this task
The Deploy Application window in IBM InfoSphere Information Services Director
guides you through the process, as the following figure shows.
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Figure 55. The Deploy Application window

You can exclude one or more services, bindings, and operations from the
deployment, change runtime properties such as minimum number of job instances,
or, for IBM InfoSphere DataStage jobs, set constant values for job parameters.
InfoSphere Information Services Director deploys the enterprise archive (EAR) file
on the application server.

Publication of services to IBM WebSphere Service Registry and
Repository
Optionally, you can publish deployed IBM InfoSphere Information Services
Director services to the IBM WebSphere Service Registry and Repository
application by using the Information Services Catalog in the IBM InfoSphere
Information Server Web console to view or update configuration information.
WebSphere Service Registry and Repository is an application that supports
annotation of services with information that is used to select, start, govern, and
reuse services.

Additional resources for InfoSphere Information Services
Director
For more information about IBM InfoSphere Information Services Director and IBM
InfoSphere Information Server components, see the following resources:
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IBM InfoSphere Information Server information center
http://publib.boulder.ibm.com/infocenter/iisinfsv/v8r5/index.jsp
IBM InfoSphere Federation Server and DB2 as an Information Provider
http://publib.boulder.ibm.com/infocenter/db2luw/v9//index.jsp
Detailed tutorials using IBM InfoSphere Information Services Director and
Information Consumers that can access InfoSphere Information Services
Director
http://www.redbooks.ibm.com/redbooks/pdfs/sg247402.pdf
Using the IBM Information Service Call Builder for WebSphere Portlet Factory
http://www.ibm.com/developerworks/wikis/download/attachments/
15696949/ISPFBuilderArticle.pdf?version=1

InfoSphere Information Server for System z
IBM InfoSphere Information Server software platform extends its scalability,
information consistency, and performance to IBM System z® customers, providing
new flexibility to perform information integration directly on the mainframe.
IBM InfoSphere Information Server for System z provides a unified foundation for
enterprise information architectures, delivering trusted information for key
business initiatives such as business intelligence, real-time reporting, data
migration, data warehousing, data governance, customer relationship management,
and service-oriented architecture (SOA) projects. The Linux software for System z
also provides rich security features, stability, flexibility, interoperability, and
reduced software costs.
InfoSphere Information Server for System z is a fully integrated software platform
that profiles, cleanses, transforms, and delivers information from both mainframe
and distributed data sources to drive greater insight for the business without
added IBM z/OS operational costs. It can help you derive more value from the
complex, heterogeneous information spread across your systems. It enables your
organization to integrate disparate data and deliver trusted information wherever
and whenever it is needed to specific people, applications, and processes. It helps
business and IT personnel collaborate to understand the meaning, structure, and
content of any information across any source. With breakthrough productivity and
performance for cleansing, transforming, and moving this information consistently
and securely throughout your enterprise, InfoSphere Information Server for System
z lets you access and use information in new ways to drive innovation, increase
operational efficiency, and lower risk. InfoSphere Information Server for System z
uniquely balances the reliability, scalability, and security of the System z platform
with the low-cost processing environment of the Integrated Facility for Linux
specialty engine.
It enables mainframe users to understand disparate data sources, cleanse data to
ensure consistent quality, and transform and restructure information. It also
provides metadata-driven integration that visually depicts the relationships among
data sources and data users, and provides proof of data lineage required by many
compliance regulations directly on the mainframe. The industry's broadest
federation support enables InfoSphere Information Server for System z to access
multiple diverse data and content sources in real time as if they were a single
source.
In a System z environment, all of the fundamental information components of the
solution are hosted on the System z server, including the operational data store, the
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data warehouse, and any data marts utilized in the system. This model is well
suited to address strategic business needs, centered around the demand for
real-time or near real-time access to information to support key decision-making or
business process requirements.

A closer look at InfoSphere Information Server for System z
Built on a unified platform and working in concert with data integration
methodology, IBM InfoSphere Information Server for System z helps organizations
derive more value from complex, heterogeneous information spread across their
systems.
InfoSphere Information Server for System z delivers:
v Productivity: Simplifies how organizations deal with heterogeneous information,
creating information that is quickly and easily understood and integrated and
delivered to meet any business requirement
v Trust: Increases confidence in information by ensuring consistency and quality in
information across the enterprise; facilitates alignment of business and IT goals
by maintaining meaning, context, and lineage of information
v Scalability and performance: Enables enterprises to deal with very large data
volume, providing a complete view of information in a timely and efficient
manner
v Value: Uses service-oriented architecture (SOA) to unlock information to create
more accessible and consistent information throughout the enterprise

Multiple operating systems
InfoSphere Information Server supports multiple operating systems, including
Microsoft Windows, HP-UX (PA-RISC and Intel Itanium), Linux, Solaris, and SUSE
Linux for System z as well as IBM z/OS for mainframes.

Rich connectivity
Along with its flexible, multi-platform solution, InfoSphere Information Server for
System z offers rich connectivity with:
v Application and distributed data
v DB2 for z/OS
v IBM InfoSphere Classic Federation Server for z/OS for more z/OS data
v InfoSphere Classic Data Event Publisher for z/OS for change data capture

Advantages of System z
IBM Information Server for System z has many important advantages:
v A comprehensive, unified foundation for enterprise information architectures,
scalable to any volume and processing requirement that leverages the scalability,
security, manageability and reliability of the mainframe without added z/OS
operational costs
v Fully integrated, auditable data quality as a foundation for trusted information
across the enterprise
v Metadata-driven integration, providing breakthrough productivity and flexibility
for integrating and enriching information
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v Broadest and deepest connectivity to information across diverse sources:
structured, unstructured, mainframe, and applications to maximize the value of
your IT investments
v Simplified scalability at lower cost to manage current and future data
requirements
v Data governance capabilities to ensure consistent and accurate compliance with
information-centric regulations and requirements

A unified metadata foundation
IBM InfoSphere Information Server for System z uses a unified metadata
infrastructure to facilitate a shared understanding across business and technical
domains.
This unified metadata foundation not only reduces the time between specification
and build, but also provides a persistent record of understanding to reduce project
delivery times and improve overall insight into and confidence in information. All
functions of InfoSphere Information Server for System z share the same metadata
model—spanning design and operational metadata—making it easier for different
roles and functions to collaborate and complete project tasks. It provides
comprehensive reporting on data movement, data lineage, business meaning and
the impact of changes and dependencies across InfoSphere Information Server for
System z modules and third-party tools.

Common connectivity
For information across diverse sources, including structured, unstructured,
mainframe, and application data sources, IBM InfoSphere Information Server for
System z provides broad and deep connectivity.
Metadata-driven connectivity is shared across the platform and connection objects
are reusable across functions, making it easier to locate any type of information
across the enterprise and deliver it on demand.
Connectors bring all your information together, including:
v Structured - High-speed, bulk and event-driven native connectors for all types
of databases, including relational, non-relational, and XML, as well as other file
systems and hierarchical data sources
v Unstructured - Content-optimized connectors for unstructured data sources,
including content repositories, file systems, e-mail systems, and workflow
engines
v Application - High-speed and bulk metadata-driven connectors for packaged
applications, including SAP, PeopleSoft, Siebel, JDA, and others
v Mainframe - Native high-speed, bulk, and event-driven connectivity for all
mainframe data sources

Common services
Built entirely on a set of shared services that centralize core tasks across the
platform, IBM InfoSphere Information Server for System z manages administrative
tasks like security, user administration, logging, and reporting. Regardless of which
product function is in use, InfoSphere Information Server for System z manages
and controls them all in one location.
Common services also include metadata services for access and analysis of
metadata across the platform. In addition, the common services tier manages how
services are deployed from any of the product functions, enabling cleansing and
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transformation rules or federated queries to be published as shared services within
a service-oriented architecture (SOA), by using a consistent and easy-to-use
interface.

Unified user interface
IBM InfoSphere Information Server for System z uses a single interface for all
system activities.
Development teams will appreciate the unified, role-centric user interfaces of
InfoSphere Information Server for System z as they design information integration
logic across functions. Segmented across three activity types—analysis,
development, and administration—the unified user interface focuses on role-centric
productivity and cross-role collaboration, improving project development time.

Companion products for InfoSphere Information Server for
System z
Companion products for IBM InfoSphere Information Server for System z allow
high-speed replication, synchronization and distribution across databases, change
data capture, and event-based publishing of information.
Additional InfoSphere Information Server for System z solution options include the
following proven technologies:
IBM InfoSphere Change Data Capture, IBM InfoSphere Change Data Capture
for z/OS
Provides scalable, high performance, log-based change data capture of
distributed data sources and DB2 for z/OS to support real-time data
integration across heterogeneous environments, without impacting source
systems
IBM InfoSphere Change Data Capture for Oracle Replication
Replicates data between Oracle databases for high availability and data
distribution
IBM InfoSphere Metadata Workbench for Linux on System z
Provides comprehensive reporting on data movement, data lineage,
business meaning and impact of changes and dependencies across
InfoSphere Information Server for System z modules and third-party tools
IBM InfoSphere Data Architect
Provides enterprise data modeling and information integration design
capabilities
IBM InfoSphere Business Glossary for Linux on System z
Defines data stewards, and creates and manages business terms and
definitions and relates these to physical data assets
IBM InfoSphere Classic Data Event Publisher for z/OS
Provides change data capture of z/OS data stored in IMS, ADABAS, and
CA-IDMS databases or VSAM files for extract-transform-load and business
integration
IBM InfoSphere Classic Federation Server for z/OS
Provides federated read and write access to data stored in a wide variety
of z/OS data sources including VSAM and sequential file, IMS, CA-IDMS,
CA-Datacom, Software AG Adabas, and DB2 for z/OS databases
IBM InfoSphere Classic Replication Server for z/OS
When used with IBM InfoSphere Replication Server, replicates z/OS data
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stored in IMS, ADABAS, and CA-IDMS databases or VSAM files to both
distributed relational databases as well as DB2 for z/OS
IBM InfoSphere Data Event Publisher, IBM InfoSphere Data Event Publisher for
z/OS Detects and captures data changes made to relational databases and DB2
for z/OS, publishing changes to subscribed systems, or feeding changed
data into other modules for event-based processing
IBM InfoSphere Data Integration Classic Connector for z/OS
Provides bulk data extract and changed data capture of z/OS data in
support of IBM InfoSphere DataStage, IBM InfoSphere Information
Analyzer, IBM InfoSphere QualityStage initiatives regardless of their
operational platform
IBM InfoSphere DataStage for Linux on System z
Extracts, transforms, and loads data between multiple sources and targets
IBM InfoSphere Federation Server, IBM InfoSphere Federation Server for Linux
on System z
Provides access to a broad spectrum of distributed databases and other
data sources using a single SQL model for seamless integration of
enterprise data with virtually any information initiative
IBM InfoSphere Information Analyzer for Linux on System z
Profiles and establishes an understanding of enterprise data sources, and
monitors data based on defined rules on an ongoing basis to eliminate the
risk of proliferating incorrect and inaccurate data
IBM InfoSphere Information Services Director for Linux on System z
Enables information access and integration processes for publishing as
reusable services in an SOA
IBM InfoSphere Metadata Server for Linux on System z
Provides unified management, analysis, and interchange of metadata
through a shared repository and services infrastructure
IBM InfoSphere QualityStage for Linux on System z
Standardizes and matches information across heterogeneous sources
IBM InfoSphere Replication Server, IBM InfoSphere Replication Server for
z/OS Provides high-speed, event-based replication between DB2, DB2 z/OS, and
other distributed databases for high availability, data synchronization, and
data distribution

Classic products overview
IBM InfoSphere Classic products support information management initiatives that
require accurate, trusted mainframe data integration.

InfoSphere Classic products
Classic products deliver the non-relational data on mainframes that you need to
stay competitive in a global economy. To keep pace with shifting requirements and
accelerating rates of change, an enterprise-scale business must integrate
information in diverse proprietary systems on demand. InfoSphere Classic
products deliver up-to-date mainframe data to your data management solutions.
IBM InfoSphere Information Server is a software platform that integrates
information from diverse sources to deliver consistent, enterprise-wide value.
InfoSphere Classic products can be used separately on their own, or with other
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modules of InfoSphere Information Server, such as IBM InfoSphere DataStage for
ETL processing, or IBM InfoSphere QualityStage for data cleansing.
Classic products provide the latest information to people, processes, or
applications. Continue to use your mainframe data as you always have, while
sharing it with the rest of your information infrastructure. Whether your business
requires mainframe data in e-Business, business intelligence, or data integration
solutions, use Classic products to deliver and manage mainframe information as
you need it, when you need it:
v Derive maximum value from information assets across your organization.
v Ensure that mainframe information assets readily participate in all
information-dependent initiatives, regardless of format.
v Increase productivity by reducing dependence on the many proprietary APIs
that define the mainframe data environment.
v Provide data currency (latency) at the precise level that your business
applications require, whether that latency is real-time, yearly, or anything in
between.
v Accelerate time to value and time to market with one consistent approach to
integrating mainframe data with the processes, methodologies, and tools that
you choose.

Integrate mainframe data with enterprise informationmanagement initiatives
By delivering mainframe data on demand, Classic products fulfill the fourth
integration function of InfoSphere Information Server:

Unified deployment

Understand

Cleanse

Transform

Deliver

Discover, model, and
govern information
structure and content

Standardize, merge,
and correct
information

Combine and
restructure information
for new uses

Synchronize, virtualize,
and move information
for in-line delivery

Unified metadata management
Parallel processing
Rich connectivity to applications, data, and content

Figure 56. InfoSphere Information Server capabilities

Deliver data for analysis, cleansing, and extract-transform-load (ETL) processing by
InfoSphere Information Server applications:
v Profiling and analysis by IBM InfoSphere Information Analyzer
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v Cleansing by InfoSphere QualityStage
v Transformation by InfoSphere DataStage

Take advantage of your mainframe investments
Classic products integrate your data while capitalizing on your investments in
mainframe technology. You can continue to leverage the most differentiating and
important features of your mainframe environments:
v
v
v
v
v

Reliability
Security
Transactional speed
Enterprise scale
Mission-critical business applications

At the same time, make your mainframe data available to relational databases,
Web-based technologies, and full-featured business applications.
With the immediate integration of mainframe data that Classic products provide,
you can meet demanding service level requirements, integrate your business and
technical metadata, and standardize processes and tooling throughout your
organization. In a service-oriented architecture (SOA) environment, you can
package mainframe data integration as services and then reuse the services
throughout your IT infrastructure.
In summary, Classic products provide the following advantages:
v Integrate mainframe data with your information management initiatives.
v Eliminate the need to write mainframe programs or repurpose mainframe
transactions.
v Reduce impact on the performance and availability of mainframe applications.
v Minimize application development and maintenance.
v Standardize the tools and methods that you use to deliver trusted information
across the enterprise.

Free yourself from limitations of traditional solutions
In a global business landscape, traditional approaches to data integration cannot
always keep pace with change. Mainframe databases and file systems use complex
APIs that require expert skills to integrate the information. You cannot easily
migrate billions of lines of COBOL or PL/I code by using approaches that rely on
hand coding. Moreover, it is a challenge to manually integrate mainframe data
with data warehousing or service-oriented architecture (SOA) initiatives without
incurring high development costs. Providing a unique copy of your data to meet
every requirement can lead to unacceptable latency, synchronization errors, quality
issues, and customer dissatisfaction.
Tightly-integrated solutions that use Web-based tools to integrate mainframe
transactions can be complex and maintenance-heavy. Mainframe applications that
extract your data can increase workload at the source to an unsustainable level and
too often deliver stale data.
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Whether you integrate mainframe transactions directly or extract data by writing
custom programs, you create hundreds (or thousands) of integration points to
maintain. Changes to business rules require you to modify multiple applications,
and enforcement is painful and slow.
Enterprise-scale information systems typically contain too much data to pull all
their bulk data from the source by using extract-transform-load (ETL) tools. In a
global economy, the shrinking availability of batch windows to implement this
bulk movement of data can create a major challenge to the business. The rapidly
changing and complex information demands of today's enterprise require a
multifaceted, yet consistent approach to integrating mainframe data. InfoSphere
Classic products can address traditional requirements as well as emerging
information processing models.

Classic products in a business context
Use Classic products in conjunction with IBM InfoSphere Information Server to
empower new information initiatives while bringing traditional approaches to
mainframe data integration into today's on-demand environment.

Classic products and InfoSphere Information Server
Large-scale initiatives that require integration of mainframe data fall into these
basic categories:
e-business with mainframe data
Web developers who do not possess mainframe skills can deliver
mainframe data to e-business Web sites by using SQL-based relational
applications and tools that you already have. Alternatively, you can stream
changed data to the databases that Web applications use to drive your site.
Business intelligence on mainframe data
Business intelligence professionals can retrieve mainframe data for
transformation by extract-transform-load (ETL) tools, such as IBM
InfoSphere DataStage (a component of InfoSphere Information Server),
with complete control over latency requirements. You can then populate a
data warehouse for reporting and analytical tools, such as IBM Cognos
Business Intelligence, or deliver data to portals, such as WebSphere Portal
Server.
Data integration with mainframe data
Consolidate data from both legacy and newly developed applications,
resulting in a single view of your data that appears to be in a single
database. You can also perform phased migrations from mainframe
databases or file systems to relational databases.

How Classic products address your business requirements
The business requirements that individual Classic products address can overlap, so
IBM works closely with you to determine which capabilities are the best fit for
your needs. These examples demonstrate how Classic products deliver your
mainframe data to business processes and information management systems:
Business intelligence
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Make informed business decisions by combining the information in your
data warehouse with the latest information in operational data stores on
the mainframe. Connect reporting and analytical tools with up-to-date
information.
Send mainframe data to transformation and cleansing tools for data
warehousing solutions. Feed a data warehouse, data mart, or operational
data store by pushing change data to an ETL product such as InfoSphere
DataStage, which performs complex transformations before populating the
target database.
Provide current data to dynamic data warehousing environments that
perform online analytical processing (OLAP) or report on historical data.
Improve the performance of your mainframe environments by offloading
query and online transaction processing (OLTP) from your production
environment to an operational data store (ODS).
Business process automation
Initiate e-mail notifications and credit verification.
Push accounts receivable balances that approach credit limits to a credit
analyst for review.
Monitor critical data events, such as low inventory levels that drive a
workflow for re-stocking a product.
Customer data integration
Achieve an accurate and complete view of your customers by
consolidating data in multiple acquired systems into master records.
Customer relations management (CRM)
Feed updates to a CRM system automatically.
Customer service and call centers
Connect your call centers and online systems with the same repository or a
live copy of your mainframe data to avoid errors and customer
dissatisfaction.
Data consistency across networks
Maintain operational efficiency by distributing and consolidating data
across a network.
Employee portals
Deliver current claims details to employee portals. Send changed data to
the databases that drive your Web site as changes occur.
Enterprise application integration (EAI)
Feed data to EAI solutions.
Migrate, consolidate, and upgrade legacy data.
Integrate disparate data sources that are the result of mergers and
acquisitions.
Enterprise self service portals
Connect self service portals with current data, such as account details or
employee records. Send changed data to Web interfaces as changes occur.
e-commerce Web sites
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Connect e-commerce Web sites with current operational data, such as
inventory and sales information.
Broadcast and distribute information instantaneously to provide timely and
accurate information about your products and services.
Enable call centers to share order processing data with e-commerce systems
by sending changed data to Web interfaces as changes occur.
e-business Web sites
Connect your e-business Web site or partner portal with the latest
information in your mainframe data sources. Send changed data to Web
interfaces as changes occur.
High availability disaster recovery (HADR)
Implement backup, redundancy, or failover solutions by replicating your
data to live copies.
Master data management
Maintain a consistent view of trusted information by connecting data in
different lines of business with a single repository of master data.
Workload distribution
Foster business continuity by synchronizing data in load balancing
architectures that distribute processing workload.
Related concepts
“Classic scenario for insurance services” on page 124
The insurance division of a fictitious company, JK Life & Wealth, wants to deploy
an interactive voice response (IVR) system and self service Web sites.
“Classic scenario for investment services” on page 127
The financial services division of a fictitious company, JK Life & Wealth, wants to
deploy a 24 x 7 operational environment in which trading applications and trade
history applications can query current data.
“Classic scenario for business intelligence and reporting” on page 129
The banking division of a fictitious company, JK Life & Wealth, wants to deploy a
master data management (MDM) system to perform marketing-oriented business
intelligence.

Classic products and capabilities
Classic products provide these basic capabilities to meet your information-driven
enterprise needs: direct mainframe data access, real-time change data capture and
delivery, and replication of mainframe data.

Classic capabilities
Direct mainframe data access
Use Classic federation to query or update mainframe data by mapping it to
logical relational tables in a Classic data server. Classic federation uses
SQL-based access, which means that you can use standard applications
and interfaces, such as ODBC or JDBC, without moving your data from the
source database or file system. Federated queries enable you to join data or
update transactions across different source databases or file systems, such
as IMS and CA-Datacom.
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Downstream deployments that can access your data include e-commerce
Web sites, enterprise self service portals, business intelligence systems, and
data warehousing solutions.

Web sites

Web portals

Self-service
portals

Business
intelligence systems

Logical relational tables

Classic federation

DB2
For z/OS

VSAM,
TVS, IAM, and
sequential

IMS

Software AG
Adabas

CA
Datacom

CA
IDMS

Figure 57. Classic federation with InfoSphere Classic Federation Server for z/OS

Real-time change data capture
Use Classic data event publishing to push data changes from production data
sources to consuming applications, such as IBM InfoSphere DataStage, by
placing change messages on IBM WebSphere MQ queues. You can also
publish change messages to files on your z/OS server for later retrieval
and processing by applications. Use this capability for
application-to-application messaging, event notification, and streaming
data to Web interfaces.
Classic data event publishing uses a publication paradigm that pushes
changes based on transactional data events. Meet the latency requirements
of different applications by staging the data for later processing or
publishing it immediately. You can filter the data to deliver only the
information that you need.
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Figure 58. Classic data event publishing with InfoSphere Classic Data Event Publisher for
z/OS

Replication of mainframe data
Use Classic replication to maintain near-real-time accuracy by sending data
changes to a copy of your mainframe database or file. This capability
typically creates relational replicas, and replication to non-relational mirror
copies is also available. Classic replication uses a subscription paradigm that
pulls changes as they occur.
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Figure 59. Classic replication with InfoSphere Classic Replication Server for z/OS

InfoSphere Classic products can query, update, or transfer mainframe data in the
following z/OS databases or file systems:
v IMS
v CA-IDMS
v Adabas
v VSAM
Classic federation also supports the following mainframe data sources:
v DB2 for z/OS
v CA-Datacom
v Transactional VSAM (TVS)
v Sequential (SAM)

Companion products
To deliver data that originates in relational databases, use the following companion
products:
v IBM InfoSphere Federation Server
v IBM InfoSphere Data Event Publisher
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v IBM InfoSphere Replication Server for z/OS
v IBM InfoSphere Change Data Capture

A closer look at Classic capabilities and features
Classic capabilities and features help you to deliver your mainframe data to your
enterprise information-management infrastructure.

Classic federation
Classic federation provides standards-based relational access to non-relational
mainframe data by using applications and tools that use SQL.

SQL support
Classic federation enables you to read from and write to mainframe data sources
by using SQL. You can return SQL result sets to federated queries or update the
data at the source. Classic federation provides secure and reliable SQL query and
update support for reading and writing your data. In addition, Classic federation
takes advantage of multi-threading with native drivers for scalable performance.
Query and update data from multiple source systems as if they were one system.
Examples include transactional updates across multiple systems, such as
Transactional VSAM and CA-Datacom. The level of update support depends on
the capabilities of the source database management system (DBMS).

Metadata-driven SQL access
Classic federation makes use of metadata mappings in logical tables to make
mainframe data appear as an ODBC- or JDBC-compliant relational data source.
You set up Classic federation by mapping relational table structures to your
existing physical mainframe databases and files.
You can use the graphical user interface (GUI) in the Classic Data Architect tool to
prototype your queries. By mirroring the queries that your applications use, you
can verify that the queries retrieve the correct data. You can then develop your
applications concurrently and refine your definitions to optimize query
performance. Your relational tools then have standards-based access with ODBC,
JDBC, or call-level interface (CLI) interfaces.

Change-data capture
Classic data event publishing and Classic replication use change-data capture
technology that monitors source databases or file systems for changes to data that
you want to publish or replicate.
Change-data capture provides low latency and minimal processing overhead on
the mainframe by using methodologies that are native to the source system, such
as exits, log readers, or application programming interfaces (APIs). When
change-data capture detects modifications to source data, it initiates the following
process:
1. Change-data capture sends a description of the change to the Classic data
server in a change message.
2. The data server performs any required transactional processing.
3. The data server delivers the change in a relational format that downstream
databases, applications, or tools can process.
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Classic data event publishing
Classic data event publishing captures changes to mainframe data as they occur,
and publishes them to applications or to files.
Classic data event publishing captures and publishes change data with minimal
latency. It uses a publishing paradigm that pushes change messages to the specified
target. You can stage the changes in WebSphere MQ queues or in hierarchical file
system (HFS) files. Applications can read them in near-real time or periodically.
IBM provides an IBM WebSphere MQ license for use with IBM InfoSphere Classic
Data Event Publisher for z/OS.
Data events in the source system drive subsequent processing by any downstream
relational application or API that requires the changed data:
v Applications
v Process integration middleware
v Java Message Service (JMS)-aware applications, tools, or message brokers
Classic data event publishing delivers current information to the programs and
interfaces that drive your information management solution:
v Business intelligence (BI) systems
v Extract-transform-load (ETL) products
v Enterprise application integration (EAI) products
v Customer relationship management (CRM) applications
v Financial applications
v Web interfaces
v Payroll systems
v Inventory systems

Message formats
Classic data event publishing packages change data as self-describing relational
messages in XML or delimited format. You choose the message format that
balances your requirements for performance and information.
Delimited formats, which use specified characters as separators between fields,
yield the highest performance by reducing message size and workload. XML
formats provide transactional or row-level information for ease of integration.

Efficient, scalable work flow
You can filter the data that you capture from your source databases or files to
process only the data that your solution requires. With the application-independent
architecture of Classic data event publishing, you can change each application
independently of every other application.

Classic replication
Classic replication maintains a copy of your mainframe data by using a subscription
paradigm that pulls data changes to the copy as they occur.
Classic replication moves mainframe data to either relational or non-relational
copies with near-real-time latency. Use Classic replication with failover or load
balancing scenarios, data warehousing solutions, or for data consistency across
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networks. After equalizing the source and target data store with an initial load or
refresh, you subscribe to data changes to maintain synchronization.
Classic replication delivers mainframe data to a full spectrum of industry-standard
database management or file systems:
v DB2 servers
v DB2 federated servers that deliver data to the following databases:
– Oracle
– SQL Server
– Informix
– Sybase
If you replicate your data to relational databases, you need IBM InfoSphere
Replication Server to write the changes to DB2. Classic replication uses the
Q Apply program in IBM InfoSphere Replication Server to update the target
server. IBM WebSphere MQ, included with IBM InfoSphere Classic Replication
Server for z/OS, transports the change messages to Q Apply.
Classic replication also supports replication from VSAM files to mirror copies on
the mainframe. VSAM to VSAM replication differs from replication to relational
targets in that the data server writes changes directly to a copy of the data store or
hands off changes to a CICS® program that writes them.

Classic integration with IBM information management
products
IBM InfoSphere Classic products deliver your mainframe data to numerous IBM
information-management products, including IBM InfoSphere Information Server
components, IBM Optim™ Integrated Data, and IBM Cognos Business Intelligence.
Classic data delivery solutions integrate IBM z/OS data with InfoSphere
Information Server tools, such as IBM InfoSphere DataStage, IBM InfoSphere
QualityStage, IBM InfoSphere Information Analyzer, and IBM InfoSphere
Information Services Director. These tools enable you to analyze, cleanse, and
repurpose your z/OS data, as well as to package z/OS data processing as services
across the enterprise.
Classic data delivery solutions integrate z/OS data with IBM Optim Test Data
Management and IBM Optim Data Growth solutions to address privacy concerns
when you create test data and to create and manage z/OS data archives.
Classic data delivery solutions integrate z/OS data with Cognos Business
Intelligence to help you optimize your business intelligence initiatives, including
analytical reporting, trending, scenario modeling, and predictive modeling.

Classic federation and IBM information management products
Classic federation provides IBM information management products with seamless
access to your z/OS data sources. InfoSphere Information Server tools dynamically
import the logical table, column, and view definitions on your Classic data server
into their own metadata stores or repositories. After the metadata is available, the
tools access your z/OS data by using their native abilities to access relational
databases. This automated metadata and operational integration ensures reusability
while maintaining the independence and integrity of each solution.
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InfoSphere DataStage uses Classic federation to extract, transform, and repackage
z/OS data as you need it before delivering it to one or more target databases. In
addition to the flexible model that supports SQL-based access, InfoSphere Classic
products provide a unique interface for InfoSphere DataStage that optimizes data
transformation flow while minimizing the use of z/OS resources. This special
interface shifts the reformatting of the z/OS data from the Classic federated server
that runs on z/OS to the InfoSphere Information Server engine on Linux, Linux on
zSeries, UNIX, or Microsoft Windows. As with the standard interface, InfoSphere
DataStage uses Classic metadata to ensure consistency and reusability.
Other examples of how Classic federation provides access to IBM information
management products are as follows:
v InfoSphere QualityStage matches, merges, and standardizes your z/OS data.
v InfoSphere Information Analyzer analyzes and reports on the content of your
z/OS data sources.
This product helps you to discover patterns, models, and anomalies within the
databases or files.
v Optim Test Data Management accesses your z/OS data, masks sensitive and
private information within the data while creating a test database, and improves
the quality and speed of iterative testing tasks.
v Optim Data Growth reads your z/OS data and repackages that data into a
compact format that you can use to archive historical transaction records from
mission-critical applications.
v Cognos Business Intelligence reads your z/OS data for business intelligence and
analytical processing.

Classic data event publishing and InfoSphere DataStage
InfoSphere Classic Data Event Publisher for z/OS provides change-data capture
and delivery for z/OS data sources. With this product, you maintain complete
control of your latency requirements. InfoSphere DataStage transforms the
published change data and incrementally updates data warehouses, data marts, or
operational data stores. You can publish the changes in native, delimited, or XML
formats to optimize the flow of data from z/OS to the target data stores.

Scenarios for mainframe data integration
The following examples and business scenarios describe real-world solutions that
use Classic products, based on stories about a fictitious company named JK Life &
Wealth.
JK Life & Wealth is a large financial services company that is globally recognized
as a brand leader. Its core business provides banking, investment, and insurance
services to customers through local branches. To remain competitive, JK Life &
Wealth has expanded its business through acquisition as well as organic growth. To
continue delivering the best value to customers, the company needs to understand
the information that it has about products and customers across all lines of
business. This knowledge will enable targeted marketing campaigns as well as
specific programs.
The scenarios demonstrate how Classic products integrate the mainframe data that
JK Life & Wealth needs to carry out the following initiatives:
v A self service environment that includes an interactive voice response (IVR)
system;
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v A 24x7 operational environment that drives financial trading applications;
v A master data management (MDM) environment that provides
marketing-oriented business intelligence.

Classic scenario for insurance services
The insurance division of a fictitious company, JK Life & Wealth, wants to deploy
an interactive voice response (IVR) system and self service Web sites.

Existing infrastructure
JK Life & Wealth wants to reduce call volume at the call center, where
representatives take calls from agents who deal with clients directly. The call center
processes policy management data in an IMS system that consists of 1000 IMS
transactions. In addition to the IMS data, the call center works with claims and
billing data in VSAM and IBM DB2 systems.
The existing mainframe environment relies on a complex application deployment
that represents decades of investment and evolution. JK Life & Wealth wants to
leverage that investment and continue to take advantage of the transactional speed,
security, and reliability of the mainframe systems.

Requirements
After the company deploys the interactive voice response system and the self
service environment, the mainframe data sources must continue to support the
existing call center with minimal disruption. The company wants a staged solution
that shows value every 3 - 6 months, and the solution must deliver performance
and accuracy that maintains credibility with customers.
The self service Web sites run on IBM WebSphere Application Server. The agents,
providers, and customers who visit the sites need an easy-to-use interface. These
users do not have the more specialized skills of the call center representatives, who
understand the character-based interfaces that are specific to each mainframe data
source.

Traditional solutions
Typical solutions are too complex and costly. Some approaches rely on
point-to-point architectures, where each data source has its own client interface. A
change to a business rule might require modifications to multiple applications,
leading to duplication of effort, inconsistencies, and substantial delays before
enforcement.
The figure shows a different approach that relies on mainframe programs to extract
the data to a relational database and Web-based tools to call the mainframe
transactions directly. Some information management professionals call this
approach tightly coupled integration:
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Figure 60. Traditional solution that integrates the data by using mainframe programs and
transaction management tools.

This solution transfers the mainframe data to an Oracle database that the
interactive voice response system can then query by using standard tools. This
approach requires an extract-transform-load (ETL) solution that relies on COBOL
extract applications, and has the following disadvantages:
v Because of the large volume of data, you can refresh the Oracle database only
once every 36 hours.
v The stale data leads to errors and customer dissatisfaction.
v Workload increases on the source mainframe systems.
v The hardware and software for the ETL solution costs millions of dollars.
For the self service project, the company considered calling mainframe transactions
directly by using Web-based transaction management tools. This approach requires
an enterprise application integration (EAI) project and also has significant
limitations:
v Enterprise application integration projects are costly because they rely on expert
mainframe skills.
v Tightly coupled integration increases the workload on the source system.
v Repurposing the native transactions requires too much maintenance overhead.
For example, the company might devote 10 person hours per transaction to
repurpose the IMS transactions for Web-based integration. With 1000 IMS
transactions, the company might invest in excess of ten thousand person hours
in a solution that produces 1000 points of integration to maintain. This approach
does not reuse the data effectively.
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Solution
After evaluating the options, the company chose Classic federation to provide
direct access to the mainframe data.
z/OS

Billing

DB2

Call center
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VSAM

Agents
Customers

Policy
management

IMS

IVR system
Classic
federation

Windows

IVR solution

Figure 61. Architecture of the interactive voice response solution.

In the first stage of implementation, Classic federation connects the interactive
voice response system directly to the account and claim information in the IBM
DB2 and VSAM systems and the policy management data in IMS. Classic
federation leverages the inherent SQL capabilities of the tools in the interactive
voice response system to make the mainframe data appear to be an
ODBC-compliant data source. Customers and agents can now retrieve information
about their accounts and the status of their claims from the interactive voice
response system, thereby decreasing the volume of more costly inquiries at the call
center.
The interactive voice response solution demonstrates value in the first 3 - 6
months. The insurance division decides to move ahead with the second stage and
integrate the same data with the self service Web sites.
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Figure 62. Architecture of the self service solution.

Classic federation now connects IBM WebSphere Application Server directly with
IBM DB2, VSAM, and IMS data, with minimal processing overhead on the
mainframe. Self service customers can now process billing, policies, and claims
accurately, accessing up-to-the-minute data in a single, friendly Web interface.
Users access the data transparently, regardless of its location on the mainframe.
In this example, the integration was complete in 200 person hours, compared to
the ten thousand person hours that the traditional solutions required. The
investment of skilled time and resources was minimal. Classic support for
industry-standard interfaces made it simpler to migrate later to a J2EE
development environment by switching to the Classic JDBC client.

Classic scenario for investment services
The financial services division of a fictitious company, JK Life & Wealth, wants to
deploy a 24 x 7 operational environment in which trading applications and trade
history applications can query current data.

Existing infrastructure
JK Life & Wealth maintains two mainframe-based data centers separated by 1,500
miles:
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Figure 63. Architecture of the existing infrastructure for trade processing.

The trading applications retrieve data from IBM DB2 databases and VSAM data
sets. The VSAM files are under the control of the customer information control
system (CICS). The DB2 environment processes 5 - 10 million transactions per day.
The company also has a high availability and disaster recovery (HADR)
environment near the primary data center.

Requirements
The company has these main objectives:
v Provide a high-availability environment for the operational data in the IBM DB2
and VSAM systems.
Standard disaster recovery procedures can take hours or days under the present
system, resulting in unacceptable lost revenues as the system recovers.
v Enable trade history applications to query the data in the high availability
environment, thereby lowering total cost of ownership (TCO).
The financial services division wants to query the replicas for business
intelligence, thereby distributing the workload between the two environments.

Solution
IBM InfoSphere Classic Replication Server for z/OS and IBM InfoSphere
Replication Server for z/OS create a high availability environment by transferring
the trade processing data in the primary data centers to secondary copies:
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Figure 64. Architecture of a solution that replicates to secondary data stores in a high
availability environment

This solution uses Classic replication for the VSAM data for the following reasons:
v The company does not require transformations to the data.
v Low latency is essential.
v The IT department can switch the source and target data stores in the event of a
failure.
IBM InfoSphere Replication Server provides the Q replication functionality that
moves the data between the IBM DB2 databases. Trade history applications query
the secondary databases to reduce workload and improve performance on the
primary systems.
In addition to providing a full time query environment, the secondary system
provides an alternative operational environment for planned or unplanned
outages. If a primary system fails, the secondary system becomes the primary. On
recovery, the secondary system replicates to the primary to equalize both systems.
Then the high availability environment redirects trading users to the primary
system.
Full recovery can now occur within seconds, compared with hours or days under
the previous system, virtually eliminating the lost revenues that the company
experienced prior to implementing the high availability environment.

Classic scenario for business intelligence and reporting
The banking division of a fictitious company, JK Life & Wealth, wants to deploy a
master data management (MDM) system to perform marketing-oriented business
intelligence.
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Existing infrastructure
Multiple mergers and acquisitions by the bank resulted in a consolidated division
that maintains its customer information in silos that are spread across multiple
databases and file systems. The legacy data in the VSAM, Adabas, and IMS
systems does not provide the bank with complete business information about its
customers. The current system frequently fails to recognize a customer with
accounts at different subsidiaries as the same customer. As a result, JK Life and
Wealth too often fails to recognize high value customers, with predictable impact
on profitability.
Marketing campaigns and mass mailings intended to cross-sell banking services to
existing customers have unintentionally damaged customer good will:
v Credit card offers have targeted customers who already have a credit card
account with the bank.
v The bank has tried to sell investment accounts to customers who already have
an investment account.
v Customers who already have a mortgage with the bank have received mortgage
offers in the mail.
In addition to wasting hundreds of thousands of dollars on ineffective marketing,
the poor master data management in this example leads to a widespread
perception that the bank does not know or understand its customers. In an
increasing number of cases, JK Life and Wealth can attribute lost customers to
these fragmented records.
To promote customer retention and loyalty, the bank wants to integrate legacy
customer identifiers and formats under a unique ID and consolidate customer
information in master records.

Requirements
A single view of customers can provide enhanced business intelligence capabilities
immediately. After the bank establishes the unique identity and history of each
customer, the bank can produce more meaningful analysis that goes beyond
reviewing credit scores. An enterprise-wide view of cleansed customer data will
also improve the effectiveness of cross-selling campaigns by shifting the bank's
focus away from reviewing accounts within each line of business and toward a
more holistic, customer-centric analysis.
JK Life & Wealth wants a flexible, scalable architecture rather than just a point
solution. The initial stage of the solution must demonstrate value right away, while
also providing scalability for future initiatives. The bank needs a service-oriented
architecture that can deliver information on demand, which requires packaging
business processes as services (or composite services) for efficient reuse.
As the bank begins to deploy its new business intelligence infrastructure, the initial
stages must provide the following capabilities:
Achieve a single view of customers
The solution requires a bottom-up approach that analyzes and cleanses the
data in the source systems to create a single view of customers. Due to
factors such as shrinking batch windows, expanding data volumes, and
business requirements for current information, the bank requires a solution
that pushes changes to a data warehouse as they occur. However, business
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intelligence objectives also require statistical summaries and aggregations
that only extract-transform-load (ETL) processes can deliver.
Up-to-the-second latency is not essential in every case.
Identify high-value customers
The bank wants to deploy automated business processes that identify
high-value customers based on credit history as well as sales volume. The
bank needs accurate information about each customer relationship,
including loan history, payment history, and current standing. The data
collection effort requires a variety of event-driven processes. Examples
include investigating customers who miss payments or bounce checks, and
sending credit card accounts that exceed maximum balances to analysts for
review.
The bank wants to engage in marketing activities that require
state-of-the-art business intelligence:
v Waive service charges for customers who meet specific criteria.
v Increase sales volume from up-selling and cross-selling initiatives.
v Entice customers to purchase additional services in exchange for
increased discounts or higher rates of return:
– Setting up direct deposit or authorizing automatic mortgage
payments qualifies the customer for free checks or discounted
mortgage fees.
– Increasing deposit amounts results in deeper discounts on loans and
mortgages.
– Opening a new savings account yields a higher interest rate on a
linked checking account.
By analyzing the profiles of customers who left the bank in the past, the
bank can increase customer retention by offering new lines of credit based
on continued partnership.
Provide a scalable environment for enterprise business intelligence
In future stages, JK Life & Wealth wants to query current information in an
online data store (ODS), where low latency is essential, and use the data
warehouse for historical analysis, where higher latency is acceptable. In
this mature stage, the bank will have much greater flexibility:
v The ODS can respond in real time to specific questions that the business
can anticipate and answer easily.
v The warehouse can answer more difficult questions by supporting more
complex analytics on historical data.
– Online analytical processing (OLAP)
– Multidimensional analysis
– Data mining
– Ad hoc queries that answer unanticipated questions

Traditional solutions
One traditional approach deploys COBOL programs to provide the ETL services
that extract the data, transform it, and load it directly to a data warehouse.
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Figure 65. Architecture of a traditional solution that uses custom applications to deliver the
mainframe data

Solutions based on writing custom mainframe programs have these disadvantages:
v You can refresh the data warehouse only once every 24 - 36 hours, which
guarantees stale data.
v You must build a custom program to address each new business requirement.
– The cost of the specialized mainframe skills is prohibitive.
– Response time is exceedingly slow.
– You have too many integration points to maintain.
v The workload increases on the source systems.
v The COBOL programs rely on the steadily decreasing availability of batch
windows.
Another traditional approach to solving similar business problems is to replace the
established mainframe data sources with relational databases. If JK Life and Wealth
does this, it loses the speed, scalability, and reliability of its mainframe systems and
sacrifices decades of investment in custom application development, hardware, and
specialized skills.

Solution
JK Life & Wealth plans a staged solution that uses Classic data integration to
provide the required combination of capabilities: Classic federation and Classic
data event publishing.
Design and build a scalable data warehousing environment
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The solutions team models and designs the new information management
architecture. In collaboration with business analysts, data stewards identify
the required business processes and analyze the data in the source systems.
The data stewards then work with data warehouse administrators to model
the data and design the IBM DB2 databases that drive the warehouse,
thereby providing a consistent structure in the target environment. To
improve the efficiency of marketing initiatives right away, financial
analysts design reports that help the bank to reach timely, informed
business decisions.
The team analyzes the data to identify the information that must be
available in real time from incremental change data that can wait for
scheduled processing. In some cases, an hour wait is preferable to the
higher processing overhead of maintaining up-to-the-second latency.
Classic federation, Classic data event publishing, and the ETL tool IBM
InfoSphere DataStage are the principal components of the new architecture:
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Figure 66. Classic data integration and InfoSphere DataStage deliver mainframe data to the
data warehouse

The solutions team deploys Classic federation to equalize the source data
on the mainframe with the databases that drive the warehouse. After the
initial load, Classic data event publishing stages selected changes for
periodic processing by InfoSphere DataStage. DB2 for z/OS feeds IBM
InfoSphere DataStage directly.
The team implements InfoSphere DataStage to gain control of the ETL
process. Data stewards design jobs that assemble account, payment, and
loan history into statistical summaries and aggregates before populating
the warehouse.
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The IT department can now leverage a single set of skills to transform
data, regardless of the project. The result is a scalable infrastructure for
future stages of the solution that has the following benefits:
v Business intelligence operations can query enriched information.
v Response time to changing business requirements or processes is greatly
accelerated.
v The bank now has one set of tools and methodologies for repackaging
and reusing its data.
v The solution is easier to maintain than approaches that rely on
mainframe programs.
Improve data quality and consistency
Next, the bank adds data profiling and data cleansing to the solution by
introducing IBM InfoSphere Information Analyzer and IBM InfoSphere
QualityStage. Analysis of customer data improves consistency and quality
by eliminating erroneous data and duplicate records before populating the
warehouse.
InfoSphere Information Analyzer
The illustration shows how InfoSphere Information Analyzer
facilitates accurate data cleansing by first providing the analysis
that the bank needs to improve data quality:
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Figure 67. InfoSphere Information Analyzer profiles the data before ETL processing begins

All too often, the bank's assumptions and expectations about the
data in the source systems do not hold true:
v Unexpected relationships exist among fields in different
databases.
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v A field that should contain numeric data contains text.
v Character fields that should contain valid digits actually contain
alphabetic characters.
v Fields that must contain data are blank.
InfoSphere Information Analyzer profiles the legacy data to
analyze field formats and identify data quality issues in the source
systems:
v Structural and quality analysis
– Primary and foreign key relationships
– Tables and columns
– Function and design
– Content
v Correlation of data type formats
v Identification of missing fields
InfoSphere Information Analyzer generates reports, creates review
documents in HTML format, and saves notes that business analysts
and data stewards can use later to create more effective cleansing
and transformation jobs. The bank fully understands the data in
the source systems before beginning the ETL process.
InfoSphere QualityStage
The team implements InfoSphere QualityStage to rationalize the
customer data in multiple databases and files.
These examples show some of the ways that the cleansing process
improves data quality:
v Fixes typographical errors
v Splits fields into buckets to enhance the probabilistic matching
process
– Address1
– Address2
– Apartment or suite number
v Adds 4-digit zip code suffixes
v Standardizes acronyms by expanding some, collapsing others
InfoSphere QualityStage uses Classic federation to perform lookups
by using the keys that InfoSphere Information Analyzer identified
earlier. The enhanced information about data relationships enables
InfoSphere DataStage to perform joins on selected data in the
transformation stage.
The robust rules-based cleansing process ensures that InfoSphere
QualityStage can match, collapse, and merge data into master
records accurately. The illustration shows the addition of
InfoSphere QualityStage to enhance master data management:
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Figure 68. InfoSphere QualityStage cleanses the data and creates a master record for each
customer

In addition, the InfoSphere DataStage jobs read change messages that are
waiting for processing and determine which information the data
warehouse requires right away. These examples describe some of the
transformations:
v Collapse 100 tables in the source systems as part of a denormalization
process.
v Join credit card information in a customer table with balance information
in an account table.
This step might use an account number that InfoSphere Information
Analyzer identified as a key.
v Trigger a lookup if information changes in the account table and the
change message has no customer information.
The target is IBM InfoSphere Warehouse, driven by a DB2 system. IBM
Cognos Business Intelligence enables the bank to issue meaningful business
intelligence queries against the warehouse immediately.
With live integration of the mainframe data, JK Life and Wealth can now
engage in profiling and analysis as an ongoing process that includes the
most recent changes to the bank's operational data.
Deploy an online data store for real-time queries
Next, the solutions team adds a third tier to the architecture that includes
an online data store (ODS):
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Figure 69. A three-tiered solution that introduces an ODS for real-time business intelligence

The ODS is a staging area for the data warehouse that the bank can also
use for data mining, reporting, and business intelligence. Financial and
business analysts can now query the ODS for current information and
query the warehouse for historical information.
The information in the ODS still appears as transactional data. Additional
InfoSphere DataStage jobs transform the ODS data into the star schema
that the warehouse uses to optimize data analysis.
Using IBM Industry Models for banking and IBM Cognos technology, the
bank adds the following capabilities to its business intelligence solution:
v Perform complex modeling by using data cubes.
v Provide richer analysis by running more robust reports and queries.
v Create dashboards that display current business metrics.
v Expose mainframe data to business portals, such as WebSphere Portal
Server.
v Build Web services into the bank's business process model.
v Provide tighter integration with IBM information management products.
Now that the bank understands the relationships among the data in the
source systems, the information that it delivers to the business is of much
higher quality. The new data warehousing environment delivers the single
view of customers that eluded the bank in the past. Mass mailings target
the right customers efficiently, without costly incidents of mistaken
identity. The bank reduces cost and waste while increasing customer
satisfaction. Moreover, the bank reinforces its public commitment to green,
sustainable practices.
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The newly-consolidated view of customers, in combination with enhanced
business intelligence, enables the bank to identify its strongest customers.
With an accurate view of the history and current status of each customer,
the bank can easily identify up-selling and cross-selling opportunities.
IBM InfoSphere Information Services Director (not in the diagram) creates
reusable services that the data integration process invokes on demand to
send clean, consolidated information to the warehouse. By encapsulating
InfoSphere Classic Federation Server for z/OS, InfoSphere QualityStage,
and InfoSphere DataStage in a Web service, the bank can send highly
current information to applications that require it:
v Dashboards
v Customer self-service portals
v Fraud detection applications
v Online sales tools
v Financial trading applications
Future initiatives for business intelligence
In future stages of the solution, the bank can undertake a risk management
initiative that automates additional business processes. For example, a loan
application spawns data cleansing, identity checking, and credit checking
services. Depending on the credit score, the bank approves or disapproves
the loan, or initiates additional processes first. Examples of additional
processes might include reviews of current accounts or customer history.
Additional development can add services that evaluate risks in the
markets, interest rates, and other operations.
The bank also plans to implement regulatory compliance initiatives that
leverage the existing data warehousing environment. The investment that
JK Life and Wealth makes in the initial stages provides a scalable
information infrastructure for future growth.

Information resources for Classic products
For more information about IBM InfoSphere Classic products, see the following
resources.

Classic Information Center
Visit the Classic Information Center for fully searchable documentation:
publib.boulder.ibm.com/infocenter/iisclzos/v9r5/index.jsp

Product information
General information
IBM updates InfoSphere Classic line for mainframe data connectivity
www.ibm.com/software/tivoli/features/ccr2/ccr2-2008-10/infosphereclassic-update.html
IBM InfoSphere Classic Federation Server for z/OS
Data sheet:
www.ibm.com/software/sw-library/en_US/detail/
N130399H15348G62.html
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System requirements:
www.ibm.com/software/data/infosphere/classic-federation-server-z/
requirements.html
IBM InfoSphere Classic Data Event Publisher for z/OS
Data sheet:
ftp.software.ibm.com/software/data/integration/datasheets/
dataeventpublisher.pdf
System requirements:
www.ibm.com/software/data/infosphere/classic-data-event-publisher-z/
requirements.html
IBM InfoSphere Classic Replication Server for z/OS
Product information:
www.ibm.com/software/data/infosphere/classic-replication-server-z/
System requirements:
www.ibm.com/software/data/infosphere/classic-replication-server-z/
requirements.html
IBM InfoSphere Data Integration Classic Connector for z/OS
Product information:
www.ibm.com/software/data/infosphere/classic-connector-z/
System requirements:
www.ibm.com/software/data/infosphere/classic-connector-z/
requirements.html

User guides and manuals
Download user guides and manuals on the Product documentation page:
www.ibm.com/support/docview.wss?rs=3570&uid=swg27013666

Integration with IBM InfoSphere Information Server
IBM InfoSphere Information Analyzer and Data Quality Assessment (Redbooks)
www.redbooks.ibm.com/redbooks/pdfs/sg247508.pdf
IBM InfoSphere DataStage Data Flow and Job Design (Redbooks)
www.redbooks.ibm.com/redbooks/pdfs/sg247576.pdf
Cognos Solutions for IBM
www-2000.ibm.com/software/data/cognos/solutions/ibm/increase-informationunderstanding.html
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Companion products for IBM InfoSphere Information Server
Companion products for IBM InfoSphere Information Server provide extended
connectivity for enterprise applications, change data capture, and high-speed,
event-based replication and publishing from databases.
IBM InfoSphere Information Server Packs provide connectivity to widely used
enterprise applications such as SAP and Oracle. These prebuilt packages enable
companies to integrate data from existing enterprise applications into new business
systems.
IBM InfoSphere DataStage change data capture products help you transport only
the insert, update, and delete operations from a variety of commercial databases
such as Microsoft SQL Server and IBM IMS.
IBM InfoSphere Federation Server allows organizations to virtualize their data and
provide information in a form that applications and users need while hiding the
complexity of the underlying sources. Data virtualization allows information to be
accessed through a common interface that centralizes the control of data access.
IBM InfoSphere Replication Server provides a high-volume, low-latency data
replication solution that uses WebSphere MQ message queues for high availability
and disaster recovery, data synchronization, and data distribution.
IBM InfoSphere Data Event Publisher detects and responds to data changes in
source systems, publishing changes to subscribed systems, or feeding changed data
into other modules for event-based processing.

InfoSphere Information Server Packs
IBM InfoSphere Information Server Packs enable a company to use IBM InfoSphere
Information Analyzer, IBM InfoSphere QualityStage, IBM InfoSphere DataStage,
and SOA-based capabilities to create a complete data integration solution.
The InfoSphere Information Server Packs enable enterprise applications to benefit
from the following capabilities of IBM InfoSphere Information Server:
v
v
v
v

Support for complex transformations
Automated data profiling
Best-in-class data quality
Integrated metadata management

The following products provide InfoSphere DataStage connectivity for enterprise
applications:
v InfoSphere Information Server Pack for SAP BW
v InfoSphere Information Server Pack for SAP R/3
v
v
v
v
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Where IBM InfoSphere Information Server Packs fit within the
IBM InfoSphere Information Server architecture
To provide a complete data integration solution, InfoSphere Information Server
Packs perform the following functions:
v Manage connections to application source systems
v Import metadata from source systems
v Integrate design and job control in InfoSphere DataStage
v Use InfoSphere DataStage to load data to target applications, including other
enterprise applications and data warehouses or data marts
v Allow bulk extract and load and delta processing
Figure 70 shows how InfoSphere Information Server Packs fit within the
InfoSphere Information Server architecture.
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Figure 70. Architectural overview

Scenarios for IBM InfoSphere Information Server companion
products
The following scenarios demonstrate InfoSphere Information Server Packs in a
business context:
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Life science: Integrating around SAP BW
A global leader in life science laboratory distribution implemented SAP
BW for sales, supply chain, and contact center metrics, but still has a huge
amount of data on non-SAP systems in areas of enterprise resource
planning, financials, and custom applications.
The IT department needs to support the business by delivering key sales
and revenue status reports and an analytical workspace to corporate and
field staff in a timely way, meeting scalability requirements, easily
managing metadata, and moving data from sources to targets.
The company uses the InfoSphere Information Server Pack for Oracle
Applications to access financial and accounts receivable data, InfoSphere
DataStage to transform it, and the InfoSphere Information Server Pack for
SAP BW to load the transformed data into SAP BW.
The company now quickly assembles data sources, performs data
transformations, and enforces referential integrity before loading data into
SAP BW. Data is ready faster and the process is easy to use. The business
users can react more quickly to changes in their marketplace.
Lawn care and gardening company and SAP
One of the world's leading producers and marketers of lawn care and
gardening products needed to minimize inventory costs at its 22
distribution hubs. But without knowing their customers' forecasted
demand, the company was forced to carry excess inventory to protect
against running out of stock and creating customer dissatisfaction because
of lost sales.
Managers realized that if they could collect retail customer point-of-sale
and sales forecast data from outside of their SAP applications, compare it
to their internal SAP R/3 data, and properly load it into SAP BW, they
could get a customized view of the data and properly plan shipments and
inventory to meet demand.
The company implemented InfoSphere DataStage, InfoSphere Information
Analyzer, and InfoSphere Information Server Packs for SAP R/3 and SAP
BW to collect sales data from customers and then cleanse, match, and load
that data into SAP BW.
The resulting information helped the company lower inventory by 30
percent or $99.4 million in one year, which contributed to a $158 million
increase in free cash flow. The project also significantly reduced
distribution and holding costs.

A closer look at InfoSphere Information Server Packs
IBM InfoSphere Information Server Packs provide high-speed connectivity to
packaged enterprise applications that use the metadata capabilities of IBM
InfoSphere Information Server to help companies integrate data and create
consistent, trustworthy information.
Using InfoSphere Information Server Packs to connect enterprise application data
with InfoSphere Information Server provides the following benefits:
v Faster deployment and reduced integration costs
v Faster integration of enterprise data and metadata
v Improved decision support by presenting aggregated views of the business
v Improved reporting and analysis
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v Better use of enterprise applications by connecting to certified, vendor-optimized
APIs
IBM InfoSphere Information Server Pack for SAP BW:
The InfoSphere Information Server Pack for SAP BW integrates non-SAP data into
SAP Business Information Warehouse.
This pack populates the SAP warehouse with data from any source system:
v Enterprise data warehouses, complex flat files, mainframe legacy systems,
customer systems, and supplier systems.
v Other enterprise applications, through the InfoSphere Information Server Packs
for Siebel, PeopleSoft Enterprise and JD Edwards EnterpriseOne, and Oracle
Applications
Using SAP's standard business APIs, the InfoSphere Information Server Pack for
SAP BW automates the process of connecting to an SAP source and selecting
source data through metadata integration, data mapping, and direct data load into
SAP BW.
The pack also extracts information from SAP BW for use in other data marts, data
warehouses, reporting applications, and targets. Using SAP BW OpenHub, the
pack assists you in invoking BW Process Chains and collecting the output from
OpenHub targets.
This pack provides direct access to, and creation of, SAP BW metadata from the
InfoSphere DataStage user interface. You can browse, select, create, and change
SAP BW metadata objects such as Source Systems, InfoSources, InfoObjects,
InfoCatalogs, and InfoPackages.
The pack also helps you develop BW integration jobs from a single environment.
InfoSphere Information Server Pack for SAP BW does not require pre-work in SAP
BW before you can set up integration jobs.
The InfoSphere Information Server Pack for SAP BW includes the following
interfaces:
Staging Business API (BAPI) interface
The BW load plug-in uses SAP staging BAPIs to load data from any source
into SAP's Business Information Warehouse (BW). Load events can be
initiated from BW or InfoSphere DataStage. You can stream data into SAP
BW without writing the data to disk during the process.
OpenHub Interface
The BW extract plug-in works with SAP's OpenHub architecture to extract
data from BW. InfoSpokes are activated by Process Chains to populate a
relational table or flat file. The BW extract plug-in can initiate Process
Chains or be called from an active Process Chain started from BW.
The InfoSphere Information Server Pack for SAP BW is certified by SAP.
IBM InfoSphere Information Server Pack for SAP R/3:
The InfoSphere Information Server Pack for SAP R/3 helps you extract data from
and load data into SAP R/3 and all mySAP Business Suite application modules.
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The pack enables you to generate native SAP Advanced Business Application
Programming (ABAP) code that eliminates manual coding while speeding
deployment. The pack also enables you to capture incremental changes and
produce event-triggered updates with SAP's Intermediate Documents (IDoc)
functionality.
InfoSphere DataStage IDoc extract interface retrieves IDoc metadata and
automatically translates the segment fields into InfoSphere DataStage for real-time
SAP data integration. This interface helps you load quality data into SAP R/3 and
the mySAP Business Suite, by using the built-in validations in SAP IDoc. Finally,
the SAP Business Application Program Interface (BAPI) enables you to work with a
business view, eliminating the need for knowledge of SAP application modules to
move data into and out of SAP.
The InfoSphere Information Server Pack for SAP R/3 includes the following
interfaces:
ABAP Provides flexibility in constructing the data set to extract. This interface
should be used for extracting large volumes of data when you have an
understanding of the functional area from which to extract.
IDoc

Typically used to move data between SAP instances within an enterprise.
This interface should be used primarily for bulk data transfers when the
desired data set is already represented by an available IDoc.

BAPI

Most suited to transactional environments where the efficiency of mass
data transfers is not a requirement.

The InfoSphere Information Server Pack for SAP R/3 is certified by SAP.
IBM InfoSphere Information Server Pack for Siebel:
The InfoSphere Information Server Pack for Siebel enables you to extract data from
and load data into Siebel applications so that you can use customer relationship
management (CRM) information throughout the enterprise.
This pack includes interfaces to Siebel's Data Integration Manager (EIM) and
Business Component layers, enabling you to work through familiar business views
without understanding the underlying base tables. The InfoSphere Information
Server Pack for Siebel also includes an interface that makes it easy to select,
identify, and extract data from the Siebel hierarchies.
With this pack installed, you can use InfoSphere DataStage to customize
extractions and automatically create and validate EIM configuration files. You can
then launch EIM and use Business Components to map business objects from
Siebel for use in other applications.
The corresponding Siebel data and metadata are easily extracted and loaded to a
target such as SAP BW or any open environment, enabling decision support and
CRM insight.
The InfoSphere Information Server Pack for Siebel includes the following
interfaces:
EIM
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EIM moves data back and forth between Siebel tables by using
intermediate interface tables. This interface is most often used for bulk
transfers and is most useful for initial loading of a Siebel instance. It

blends the benefits of the Business Component and Direct Access interfaces
at the expense of a more complicated job design process.
Business Component
This interface works with Siebel by using the Siebel Java Data Bean. This
interface exposes the Siebel Business Object model, which corresponds
directly with the objects that users are familiar with from working with
Siebel client applications. Business Component is better suited to
transactional operations than high-volume throughput.
Direct Access
Using an intelligent metadata browser, this interface enables InfoSphere
DataStage developers to define complex queries from their Siebel
application data. Because this interface bypasses the Siebel application
layer to protect the integrity of underlying data, it does not support load
operations.
Hierarchy
This interface migrate hierarchies from Siebel to SAP BW. It uses database
connectivity to extract data in a format compatible with SAP BW.
This Pack is validated by Siebel.
IBM InfoSphere Information Server Pack for Oracle Applications:
The InfoSphere Information Server Pack for Oracle Applications enables you to
extract data from the entire Oracle E-Business Suite of applications, including
Oracle Financials, Manufacturing, CRM, and others.
Like the other InfoSphere Information Server Packs, the Oracle Pack simplifies
integration of Oracle Applications data in the diverse target environments that are
supported by InfoSphere DataStage, such as SAP BW or any other business
intelligence environment.
The pack extracts data from Oracle flex fields by using enhanced processing
techniques. It extracts data from the complex reference data structures with the
Hierarchy Access component.
IBM InfoSphere Information Server Pack for PeopleSoft Enterprise:
The InfoSphere Information Server Pack for PeopleSoft Enterprise is designed to
extract data from PeopleSoft Enterprise application tables and trees.
This pack helps you select and import PeopleSoft Enterprise metadata into
InfoSphere DataStage, where the metadata can be managed with other enterprise
information. A metadata browser enables searches by table name and description
or by business view from the PeopleSoft Enterprise Panel Navigator.
IBM InfoSphere Information Server Pack for JD Edwards EnterpriseOne:
Organizations that implement Oracle's JD Edwards EnterpriseOne product can use
the data extraction and loading capabilities of the InfoSphere Information Server
Pack for JD Edwards EnterpriseOne.
This pack speeds integration from EnterpriseOne applications by using standard
ODBC calls to extract and load data. The pack enables you to extract business
views, which are the pre-joined database tables that are constructed with
user-defined metadata.
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The InfoSphere Information Server Pack for JD Edwards EnterpriseOne also
enables JD Edwards EnterpriseOne data to be used in other applications, and the
pack loads JD Edwards EnterpriseOne with important legacy, flat file, and other
source data.

InfoSphere Federation Server
IBM InfoSphere Information Server provides industry-leading federation with IBM
InfoSphere Federation Server that enables enterprises to access and integrate
diverse data and content, structured and unstructured, mainframe and distributed,
public and private, as if it were a single resource.
Because of mergers and acquisitions, hardware and software improvements, and
architectural changes, organizations often must integrate diverse data sources into
a unified view of the data and ensure that information is always available, when
and where it is needed, by people, processes, and applications.
Data federation aims to efficiently join data from multiple heterogeneous sources,
leaving the data in place and avoiding data redundancy. The source data remains
under the control of the source systems and is pulled on demand for federated
access.
A federated system has several important advantages:
Time to market
Applications that work with a federated server can interact with a single
virtual data source. Without federation, applications must interact with
multiple sources by using different interfaces and protocols. Federation can
help reduce development time significantly.
Reduced development and maintenance costs
With federation, an integrated view of diverse sources is developed once
and used multiple times while it is maintained in a single place, which
allows a single point of change.
Performance advantage
By using advanced query processing, a federated server can distribute the
workload among itself and the data sources that it works with. The
federated server determines which part of the workload is most effectively
run by which server to speed performance.

Introduction to InfoSphere Federation Server
IBM InfoSphere Federation Server allows organizations to virtualize their data and
provide information in a form that applications and users need while hiding the
complexity of the underlying sources. Data virtualization allows information to be
accessed through a common interface that centralizes the control of data access.
Federation is also known as enterprise information integration. It provides an
optimized and transparent data access and transformation layer with a single
relational interface across all enterprise data.
With a federated system, you can send distributed requests to multiple data
sources within a single SQL statement. For example, you can join data that is in an
IBM DB2 table, an Oracle table, a Web service, and an XML tagged file in a single
SQL statement.
The following figure shows a sample of the data sources that you can access when
you combine InfoSphere Federation Server with IBM InfoSphere Classic Federation
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Figure 71. Components of a federated system and sample data sources

InfoSphere Federation Server uses the metadata of source systems to automate the
building and compiling of federated queries. Metadata also enables traceability and
auditability throughout the federation process. Federated queries can scale to run
against any volume of information by using the parallel processing engine of IBM
InfoSphere Information Server.
You can deploy federation logic as real-time services within an SOA, as
event-driven processes triggered by business events, or on-demand within
self-service portals.
A federated system has the following capabilities:
v Correlates data from local tables and remote data sources, as if all the data is
stored locally in the federated database
v Updates data in relational data sources, as if the data is stored in the federated
database
v Moves data to and from relational data sources
v Uses data source processing strengths by sending requests to the data sources
for processing
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v Compensates for SQL limitations at the data source by processing parts of a
distributed request at the federated server
v Accesses data anywhere in your enterprise, regardless of what format it is in or
what vendor you use, without creating new databases and without disruptive
changes to existing ones, by using standard SQL and any tool that supports
JDBC or ODBC.
InfoSphere Federation Server delivers all of these core federation capabilities, plus
the following features:
v Visual tools for federated data discovery and data modeling
v Industry-leading query optimization with single sign-on, unified views, and
function compensation
v Federated two-phase commit for updating multiple data sources simultaneously
within a distributed system, while maintaining data integrity across distributed
sources
v Remote stored procedures to avoid unnecessary development costs by
leveraging previously developed procedures within heterogeneous data sources
v Extensive set of features for enforcing secure access to Federated data

Scenarios for data federation
The following scenarios show how organizations use InfoSphere Federation Server
to solve their integration needs.
Financial services: Risk management
A major European bank wanted to improve risk management across its
member institutions and meet deadlines for Basel II compliance. The bank
had different methods of measuring risk among its members.
The solution is a database management system that stores a historical view
of data, handles large volumes of information, and distributes data in a
format that enables analysis and reporting. InfoSphere Federation Server
enables reporting systems to view data in operational systems that are
spread across the enterprise, including vendor information. Risk-calculation
engines and analytical tools in the IBM solution provide fast and reliable
access to data. The new solution will enable compliance with Basel II that
uses a single mechanism to measure risk.
Manufacturing: Defect tracking
A major automobile manufacturer needed to quickly identify and fix
defects in its cars. Traditional methods, such as data queries or reporting,
were too complex and too slow to identify the sources of problems.
By installing InfoSphere Federation Server, the company was able to
identify and fix defects by mining data from multiple databases that store
warranty information and correlating warranty reports with individual
components or software in its vehicles.
Government: Emergency response
An agriculture department in a U.S. state needed to eliminate storage of
redundant contact information and simplify maintenance. The department
had very limited resource for any improvements (one DBA and a
manager).
The department chose InfoSphere Federation Server for its emergency
response system. InfoSphere Federation Server joins employee contact
information in a human resources database on Oracle with information
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about employee skills in an IBM DB2 database. The information is
presented to emergency personnel through a portal that is implemented
with IBM WebSphere Application Server. The small staff was able to
accomplish this project because all they needed to learn to use federation
was SQL.

A closer look at InfoSphere Federation Server
The components of IBM InfoSphere Federation Server include the federated server
and database, wrappers, nicknames, and other federated objects. Capabilities of
IBM InfoSphere Federation Server that provide performance and flexibility for
integration projects include compensation, the query optimizer, and two-phase
commit.
The federated server and database:
Central components of a federated system include the federated server and the
federated database.
The federated server
In a federated system, the server that receives query requests and distributes those
queries to remote data sources is referred to as the federated server. A federated
server embeds an instance of IBM DB2 to perform query optimization and to store
statistics about remote data sources.
Application processes connect and submit requests to the database within the
federated server. A federated server is configured to receive requests that might be
intended for data sources. The federated server distributes these requests to the
data sources.
A federated server uses the native client of the data source to access the data
source. For example, a federated server uses the Sybase Open Client to access
Sybase data sources and a Microsoft SQL Server ODBC Driver to access Microsoft
SQL Server data sources.
The federated database
To users and client applications, data sources appear as a single relational
database. Users and applications interact with the federated database that is managed
by the federated server.
The federated database system catalog contains entries that identify data sources
and their characteristics. The federated server consults the information that is
stored in the federated database system catalog and the data source connector to
determine the best plan for processing SQL statements.
The federated system processes SQL statements as if the data from the data sources
was ordinary relational tables or views within the federated database.
v The federated system can correlate relational data with data in nonrelational
formats. This is true even when the data sources use different SQL dialects, or
do not support SQL at all.
v The characteristics of the federated database take precedence when the
characteristics of the federated database differ from the characteristics of the data
sources. Query results conform to IBM DB2 semantics, even if data from other
non-DB2 data sources is used to compute the query result.
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Wrappers and other federated objects:
Within a federated server and federated database, you use connectors (referred to
as wrappers in the federated system), server definitions, user mappings, and
nicknames to configure connections to a data source and to reference objects within
the data source.
Wrappers
Wrappers are a type of connector that enable the federated database to interact with
data sources. The federated database uses routines stored in a library called a
wrapper module to implement a wrapper.
Wrapper modules enable the federated database to perform operations such as
connecting to a data source and retrieving data. Typically, the federated instance
owner uses the CREATE WRAPPER statement to register a wrapper in the
federated database.
You create one wrapper for each type of data source that you want to access. You
use the server definitions and nicknames to identify the details (name, location,
and so on) of each data source object.
A wrapper performs many tasks:
v Connecting to the data source by using the data source's standard connection
API
v Submitting queries to the data source in SQL or the native query language of the
source
v Receiving results sets from the data source by using the data source standard
APIs
v Gathering statistics about the data source
Wrapper options are used to configure the wrapper or to define how IBM
InfoSphere Federation Server uses the wrapper.
Server definitions and server options
After you create a wrapper for a data source, you supply a name to identify the
data source to the federated database.
The name and other information that the instance owner supplies to the federated
server are collectively called a server definition. Data sources answer requests for
data and as such are also servers.
For example, an IBM DB2 family data source can have multiple databases. The
server definition must specify which database the federated server can connect to.
In contrast, an Oracle data source has one database, and the federated server can
connect to the database without knowing its name. The database name is not
included in the server definition of an Oracle data source.
Some of the information in a server definition is stored as server options. Server
options can be set to persist over successive connections to the data source, or set
for the duration of a single connection.
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User mappings
You can define an association between the federated server authorization ID and
the data source user ID and password. This association is called a user mapping.
In some cases, you do not need to create a user mapping if the user ID and
password that you use to connect to the federated database are the same as those
that you use to access the remote data source. You can create and store the user
mappings in the federated database, or you can store the user mappings in an
external repository, such as LDAP.
Nicknames
After you create the server definitions and user mappings, you create nicknames.
A nickname is an identifier that refers to an object at the data sources that you want
to access. The objects that nicknames identify are referred to as data source objects.
Nicknames are pointers by which the federated server references the nickname
objects. Nicknames are mapped to specific objects at the data source. These
mappings eliminate the need to qualify the nicknames by data source names. The
location of the data source objects is transparent to the end user and the client
application.
For example, if you define the nickname DEPT to represent an IBM Informix®
database table called NFX1.PERSON, you can use the SQL statement SELECT *
FROM DEPT from the federated server. However, the statement SELECT * FROM
NFX1.PERSON is not allowed from the federated server (except in a pass-through
session) unless there is a local table on the federated server named NFX1.PERSON.
When you create a nickname for a data source object, metadata about the object is
added to the global catalog. The query optimizer uses this metadata, and the
information in the wrapper, to facilitate access to the data source object. For
example, if the nickname is for a table that has an index, the global catalog
contains information about the index.
Query optimization:
The federated database optimizes the performance of SQL queries against
heterogeneous data sources by leveraging the IBM DB2 query optimizer and by
determining when it is faster to process a query on the data source or on the
federated database.
Compensation
The process of compensation determines where a federated query will be handled.
The federated database compensates for lack of functionality at the data source in
two ways:
v It can request that the data source use one or more operations that are
equivalent to the DB2 function in the query
v It can return the set of data to the federated server, and perform the function
locally
For relational data sources, each type of relational database management system
supports a subset of the international SQL standard. If an SQL construct is found
in the DB2 SQL dialect but not in the relational data source dialect, the federated
server can implement this construct on behalf of the data source.
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Even data sources with weak SQL support or no SQL support will benefit from
compensation.
The query optimizer
As part of the SQL compiler process, the query optimizer analyzes a query. The
compiler develops alternative strategies, called access plans, for processing the
query.
Access plans might call for the query to be processed by the data source, the
federated server, or partly by each.
The query optimizer uses information in the wrapper and global database catalog
to evaluate query access plans. The optimizer decomposes the query into segments
that are called query fragments. Typically it is more efficient to push down a query
fragment to a data source if the data source can process the fragment. However,
the query optimizer evaluates other factors:
v Amount of data that needs to be processed
v Processing speed of the data source
v Amount of data that the fragment will return
v Communication bandwidth
v Whether a usable materialized query table on the federated server represents the
same query result
The query optimizer generates access plan alternatives for processing a query
fragment. The plan alternatives perform varying amounts of work locally on the
federated server and on the remote data sources. The query optimizer chooses the
plan with the least resource consumption cost.
Two-phase commit for federated transactions:
A federated system can use two-phase commit for transactions that access one or
more data sources. Two-phase commit can safeguard data integrity in a distributed
environment.
Consider these differences between one-phase commit and two-phase commit:
One-phase commit
Multiple data sources are updated individually by using separate commit
operations. Data can lose synchronization if some data sources are
successfully updated and others are not.
Two-phase commit
Commit processing occurs in two phases: the prepare phase and the
commit phase. During the prepare phase, a federated server polls all of the
federated two-phase commit data sources that are involved in a
transaction. This polling verifies whether each data source is ready to
commit or roll back the data. During the commit phase, the federated
server instructs each two-phase commit data source to either commit the
data or to roll back the transaction.
For example, if a transaction withdraws funds from one account and deposits them
in another account by using one-phase commit, the system might successfully
commit the withdraw operation and unsuccessfully commit the deposit operation.
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The deposit operation can be rolled back, but the withdrawal operation cannot
because it already successfully committed. The result is that the funds are virtually
"lost."
In a two-phase commit environment, the withdrawal and deposit transactions are
prepared together and either committed or rolled back together. The result is that
the integrity of the fund amounts remains intact.
IBM InfoSphere Data Architect:
InfoSphere Data Architect is a companion product to the IBM InfoSphere
Federation Server module of IBM InfoSphere Information Server that helps you
design databases, understand information assets and their relationships, and
streamline integration projects.
InfoSphere Data Architect provides tools for the design of federated databases that
can interact with IBM InfoSphere DataStage and other IBM InfoSphere Information
Server modules.
With InfoSphere Data Architect, you can discover, model, visualize and relate
heterogeneous data assets. The product combines traditional data modeling
capabilities with unique mapping capabilities and model analysis, all organized in
a modular, project-based manner.
InfoSphere Data Architect discovers the structure of heterogeneous data sources by
examining and analyzing the underlying metadata. InfoSphere Data Architect
requires only an established JDBC connection to the data sources to explore their
structures by using native queries.
InfoSphere Data Architect includes these key features:
v An Eclipse-based graphical interface for browsing the hierarchy of data elements
to understand their detailed properties and visualize tables, views, and
relationships in a contextual diagram.
v Ability to represent elements from physical data models by using either
Information Engineering (IE) or Unified Modeling Language (UML) notation,
enabling data architects to create physical data models from scratch, from logical
models by using transformation, or from the database by using reverse
engineering.
v Rule-driven compliance checking that operates on models or on the database.
InfoSphere Data Architect can analyze for first, second, and third normal form,
check indexes for excessive use, and perform model syntax checks.

InfoSphere Federation Server tasks
IBM InfoSphere Federation Server includes IBM DB2 relational database
management system, which enables you to interact with a federated system by
using the DB2 Control Center, DB2 commands, APIs, Web services providers, and
other methods.
Federated objects:
IBM InfoSphere Federation Server uses a wizard-driven approach that simplifies
the tasks of setting up, configuring, and modifying the federated system.
The DB2 Control Center is a graphical interface that you can use to perform the
essential data source configuration tasks:
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v
v
v
v
v

Create the wrappers and set the wrapper options
Specify the environment variables for your data source
Create the server definitions and set the server options
Create the user mappings and set the user options
Create the nicknames and set the nickname options or column options

You can also use the DB2 Control Center to configure access to Web services and
XML data sources.
Figure 72 shows the Wrapper page of the Create Federated Objects wizard with a
NET8 wrapper selected to configure access to Oracle.

Figure 72. Create Federated Objects wizard

The wizard provides a fast and flexible discovery mechanism for finding servers,
nicknames, and other federated objects. You can specify filter criteria in the
Discover window to narrow your choices, as Figure 73 on page 155 shows.
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Figure 73. Using the Discover function to find nicknames on a federated server

Managing a Federated Database:
IBM InfoSphere Federation Server provides a number of features that you can use
to administer your Federated System.
About this task
Snapshot monitor
You can use the snapshot monitor to capture information about federated
data sources and any connected applications at a specific time. Snapshots
are useful for determining the status of a federated system. Taken at
regular intervals, snapshots are also useful for observing trends and
foreseeing potential problems.
Health monitor
The federated health indicators are installed when the health monitor is
installed. When the state of a nickname or server is not normal, the health
indicators issue an alert. You can view the results of monitoring by using
the Health Center in the Control Center or by using the command line
interface.
Caching data with Materialized Query Tables (MQT)
You use materialized query tables to cache data locally and to improve the
performance of your queries. You can use nicknames from relational and
nonrelational data sources to create materialized query tables.
Tuning Performance
Detailed query optimizer information is kept in Explain tables separate
from the actual access plan itself. This information allows for in-depth
analysis of an access plan. The Visual Explain utility can be used to view
the access plan for the query.
Federated System Security
The Federation server protects data and resources associated with the use
of a combination of external security services and internal access control
information. To access a database server, you must pass some security
checks before you are given access to database data or resources. The first
step in database security is called authentication, where you must prove
that you are who you say you are. The second step is called authorization,
where the database manager decides if the validated user is allowed to
perform the requested action, or access the requested data.
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Materialized Query tables for faster query performance:
A Materialized Query table (MQT) can improve query performance by storing the
data locally instead of accessing the data directly from the data source.
You use materialized query tables to cache data locally and to improve the
performance of your queries. You can use nicknames from relational and
nonrelational data sources to create materialized query tables.
Users of MQTs can choose different options to create different behaviors for
refreshing the MQT when the source tables change. The optimizer knows if the
MQT is out of date. It will not automatically use the out of date MQT when a
query is performed over the nickname.
One form of MQT is the cache table. A cache table consists of the following
components:
v A nickname on the federated database system
v One or more materialized query tables that you define on the nickname
v A replication schedule to synchronize the local materialized query tables with
your data source tables
You use the Cache Table wizard in the DB2 Control Center to create the
components of a cache table. Figure 74 on page 157 shows the wizard page where
you specify details to create a materialized query table.
The wizard automatically indicates when required settings for creating the
materialized query table are missing. In this example, the wizard validates the
settings after the EMPNO column was selected as a unique index for the table.
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Figure 74. Cache Table wizard

The DB2 Control Center also provides simple and intuitive controls for these tasks:
v Routing queries to cache tables
v Enabling and disabling the replication cache settings
v Modifying the settings for materialized query tables
v Dropping materialized query tables from a cache table
Federated stored procedures:
A federated procedure is a federated database object that references a procedure on a
data source. Federated procedures are sometimes called federated stored
procedures.
A federated procedure is to a remote procedure what a nickname is to a remote
table. With a federated procedure, you can call a data source procedure. You can
create a federated procedure by using the DB2 Control Center or from the
command line.
IBM InfoSphere Federation Server provides the same powerful discovery functions
for federated stored procedures as it does for servers, nicknames, and other objects.
Figure 75 on page 158 shows the Create Federated Stored Procedures window after
the Discovery window was used to generate a list of potential data source
procedures where Name is like %EMP%. You then select the procedure that you
want to create and the DB2 Control Center populates the fields and settings based
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on information from the data source procedure.

Figure 75. Create Federated Stored Procedures window

InfoSphere Replication Server
IBM InfoSphere Replication Server distributes, consolidates, and synchronizes data
for high availability, high throughput, and business continuity.
Two types of replication, Q replication and SQL replication, support a broad range
of business scenarios:
Q replication
A high-volume, low-latency replication solution that uses WebSphere MQ
message queues to transmit transactions between source and target
databases or subsystems. A capture process reads the DB2 recovery log for
changes to source tables and sends transactions as messages over queues,
where they are read and applied to targets. Q replication offers the
following advantages:
Minimum latency
Changes are sent as soon as they are committed at the source and
read from the log.
High-volume throughput
The capture process can keep up with rapid changes at the source,
and the multithreaded apply process can keep up with the speed
of the communication channel.
Minimum network traffic
Messages are sent by using a compact format, and data-sending
options enable you to transmit the minimum amount of data.
Asynchronous
The use of message queues enables the apply process to receive
transactions without needing to connect to the source database or
subsystem. If either of the replication programs is stopped,
messages remain on queues to be processed whenever the program
is ready. Because the messages are persistent, the source and target
remain synchronized even if a system or device fails.
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Q replication supports DB2 for z/OS and DB2 for Linux, UNIX, and
Windows as source platforms. Q replication supports the following target
platforms: DB2 for z/OS, DB2 for Linux, UNIX, and Windows, Informix,
Microsoft SQL Server, Oracle, and Sybase.
SQL replication
SQL replication captures changes to source tables and views and uses
staging tables to store committed transactional data. The changes are then
read from the staging tables and replicated to corresponding target tables.
SQL replication offers the following advantages:
Capture once
With staging tables, data can be captured and staged once for
delivery to multiple targets, in different formats, and at different
delivery intervals. Both tables and views are supported as sources.
Flexibility
You can replicate continuously, at intervals, or for one time only.
You can also trigger replication with database events. You can
replicate a subset of the table by excluding columns and filtering
rows. You can also use expressions and other functions to
transform data before it is applied.
Hub-and-spoke configurations
You can replicate data between a master data source and one or
more replicas of the source. Changes that are made to the master
source are propagated to the replicas, and changes that are made to
the replicas are also propagated to the master source. Whenever a
conflict occurs between the data that is sent from the master source
and data this is sent from a replica, the data from the master
source takes precedence.
SQL replication supports the following source and target platforms: DB2
for z/OS, DB2 for Linux, UNIX, and Windows, IBM DB2 for IBM i,
Informix, Microsoft SQL Server, Oracle, and Sybase. In addition, SQL
replication supports Teradata targets.

InfoSphere Data Event Publisher
IBM InfoSphere Data Event Publisher captures changed-data events and publishes
them as WebSphere MQ messages that can be used by other applications to drive
subsequent processing.
Changes to source tables, or events, are captured from the log and converted to
messages in an Extensible Markup Language (XML) format. This process provides
a push data integration model that is ideally suited to data-driven enterprise
application-integration (EAI) scenarios and change-only updating for business
intelligence and master-data management.
Each message can contain an entire transaction or only a row-level change.
Messages are put on WebSphere MQ message queues and read by a message
broker or other applications. You can publish subsets of columns and rows from
source tables so that you publish only the data that you need.
You can use event publishing for a variety of purposes that require published data,
including feeding central information brokers and Web applications, and triggering
actions based on insert, update, or delete operations at the source tables. Source
tables can be relational tables in DB2 for z/OS and DB2 for Linux, UNIX, and
Windows.
Introduction to InfoSphere Information Server
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Product accessibility
You can get information about the accessibility status of IBM products.
The IBM InfoSphere Information Server product modules and user interfaces are
not fully accessible. The installation program installs the following product
modules and components:
v IBM InfoSphere Business Glossary
v IBM InfoSphere Business Glossary Anywhere
v IBM InfoSphere DataStage
v IBM InfoSphere FastTrack
v
v
v
v

IBM
IBM
IBM
IBM

InfoSphere
InfoSphere
InfoSphere
InfoSphere

Information Analyzer
Information Services Director
Metadata Workbench
QualityStage

For information about the accessibility status of IBM products, see the IBM product
accessibility information at http://www.ibm.com/able/product_accessibility/
index.html.

Accessible documentation
Accessible documentation for InfoSphere Information Server products is provided
in an information center. The information center presents the documentation in
XHTML 1.0 format, which is viewable in most Web browsers. XHTML allows you
to set display preferences in your browser. It also allows you to use screen readers
and other assistive technologies to access the documentation.

IBM and accessibility
See the IBM Human Ability and Accessibility Center for more information about
the commitment that IBM has to accessibility.
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Accessing product documentation
Documentation is provided in a variety of locations and formats, including in help
that is opened directly from the product client interfaces, in a suite-wide
information center, and in PDF file books.
The information center is installed as a common service with IBM InfoSphere
Information Server. The information center contains help for most of the product
interfaces, as well as complete documentation for all the product modules in the
suite. You can open the information center from the installed product or from a
Web browser.

Accessing the information center
You can use the following methods to open the installed information center.
v Click the Help link in the upper right of the client interface.
Note: From IBM InfoSphere FastTrack and IBM InfoSphere Information Server
Manager, the main Help item opens a local help system. Choose Help > Open
Info Center to open the full suite information center.
v Press the F1 key. The F1 key typically opens the topic that describes the current
context of the client interface.
Note: The F1 key does not work in Web clients.
v Use a Web browser to access the installed information center even when you are
not logged in to the product. Enter the following address in a Web browser:
http://host_name:port_number/infocenter/topic/
com.ibm.swg.im.iis.productization.iisinfsv.home.doc/ic-homepage.html. The
host_name is the name of the services tier computer where the information
center is installed, and port_number is the port number for InfoSphere
Information Server. The default port number is 9080. For example, on a
Microsoft® Windows® Server computer named iisdocs2, the Web address is in
the following format: http://iisdocs2:9080/infocenter/topic/
com.ibm.swg.im.iis.productization.iisinfsv.nav.doc/dochome/
iisinfsrv_home.html.
A subset of the information center is also available on the IBM Web site and
periodically refreshed at http://publib.boulder.ibm.com/infocenter/iisinfsv/v8r7/
index.jsp.

Obtaining PDF and hardcopy documentation
v A subset of the PDF file books are available through the InfoSphere Information
Server software installer and the distribution media. The other PDF file books
are available online and can be accessed from this support document:
https://www.ibm.com/support/docview.wss?uid=swg27008803&wv=1.
v You can also order IBM publications in hardcopy format online or through your
local IBM representative. To order publications online, go to the IBM
Publications Center at http://www.ibm.com/e-business/linkweb/publications/
servlet/pbi.wss.
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Providing feedback about the documentation
You can send your comments about documentation in the following ways:
v Online reader comment form: www.ibm.com/software/data/rcf/
v E-mail: comments@us.ibm.com
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Links to non-IBM Web sites
This information center may provide links or references to non-IBM Web sites and
resources.
IBM makes no representations, warranties, or other commitments whatsoever
about any non-IBM Web sites or third-party resources (including any Lenovo Web
site) that may be referenced, accessible from, or linked to any IBM site. A link to a
non-IBM Web site does not mean that IBM endorses the content or use of such
Web site or its owner. In addition, IBM is not a party to or responsible for any
transactions you may enter into with third parties, even if you learn of such parties
(or use a link to such parties) from an IBM site. Accordingly, you acknowledge and
agree that IBM is not responsible for the availability of such external sites or
resources, and is not responsible or liable for any content, services, products or
other materials on or available from those sites or resources.
When you access a non-IBM Web site, even one that may contain the IBM-logo,
please understand that it is independent from IBM, and that IBM does not control
the content on that Web site. It is up to you to take precautions to protect yourself
from viruses, worms, trojan horses, and other potentially destructive programs,
and to protect your information as you deem appropriate.
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Notices and trademarks
This information was developed for products and services offered in the U.S.A.

Notices
IBM may not offer the products, services, or features discussed in this document in
other countries. Consult your local IBM representative for information on the
products and services currently available in your area. Any reference to an IBM
product, program, or service is not intended to state or imply that only that IBM
product, program, or service may be used. Any functionally equivalent product,
program, or service that does not infringe any IBM intellectual property right may
be used instead. However, it is the user's responsibility to evaluate and verify the
operation of any non-IBM product, program, or service.
IBM may have patents or pending patent applications covering subject matter
described in this document. The furnishing of this document does not grant you
any license to these patents. You can send license inquiries, in writing, to:
IBM Director of Licensing
IBM Corporation
North Castle Drive
Armonk, NY 10504-1785 U.S.A.
For license inquiries regarding double-byte character set (DBCS) information,
contact the IBM Intellectual Property Department in your country or send
inquiries, in writing, to:
Intellectual Property Licensing
Legal and Intellectual Property Law
IBM Japan Ltd.
1623-14, Shimotsuruma, Yamato-shi
Kanagawa 242-8502 Japan
The following paragraph does not apply to the United Kingdom or any other
country where such provisions are inconsistent with local law:
INTERNATIONAL BUSINESS MACHINES CORPORATION PROVIDES THIS
PUBLICATION "AS IS" WITHOUT WARRANTY OF ANY KIND, EITHER
EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF NON-INFRINGEMENT, MERCHANTABILITY OR FITNESS
FOR A PARTICULAR PURPOSE. Some states do not allow disclaimer of express or
implied warranties in certain transactions, therefore, this statement may not apply
to you.
This information could include technical inaccuracies or typographical errors.
Changes are periodically made to the information herein; these changes will be
incorporated in new editions of the publication. IBM may make improvements
and/or changes in the product(s) and/or the program(s) described in this
publication at any time without notice.
Any references in this information to non-IBM Web sites are provided for
convenience only and do not in any manner serve as an endorsement of those Web
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sites. The materials at those Web sites are not part of the materials for this IBM
product and use of those Web sites is at your own risk.
IBM may use or distribute any of the information you supply in any way it
believes appropriate without incurring any obligation to you.
Licensees of this program who wish to have information about it for the purpose
of enabling: (i) the exchange of information between independently created
programs and other programs (including this one) and (ii) the mutual use of the
information which has been exchanged, should contact:
IBM Corporation
J46A/G4
555 Bailey Avenue
San Jose, CA 95141-1003 U.S.A.
Such information may be available, subject to appropriate terms and conditions,
including in some cases, payment of a fee.
The licensed program described in this document and all licensed material
available for it are provided by IBM under terms of the IBM Customer Agreement,
IBM International Program License Agreement or any equivalent agreement
between us.
Any performance data contained herein was determined in a controlled
environment. Therefore, the results obtained in other operating environments may
vary significantly. Some measurements may have been made on development-level
systems and there is no guarantee that these measurements will be the same on
generally available systems. Furthermore, some measurements may have been
estimated through extrapolation. Actual results may vary. Users of this document
should verify the applicable data for their specific environment.
Information concerning non-IBM products was obtained from the suppliers of
those products, their published announcements or other publicly available sources.
IBM has not tested those products and cannot confirm the accuracy of
performance, compatibility or any other claims related to non-IBM products.
Questions on the capabilities of non-IBM products should be addressed to the
suppliers of those products.
All statements regarding IBM's future direction or intent are subject to change or
withdrawal without notice, and represent goals and objectives only.
This information is for planning purposes only. The information herein is subject to
change before the products described become available.
This information contains examples of data and reports used in daily business
operations. To illustrate them as completely as possible, the examples include the
names of individuals, companies, brands, and products. All of these names are
fictitious and any similarity to the names and addresses used by an actual business
enterprise is entirely coincidental.
COPYRIGHT LICENSE:
This information contains sample application programs in source language, which
illustrate programming techniques on various operating platforms. You may copy,
modify, and distribute these sample programs in any form without payment to
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IBM, for the purposes of developing, using, marketing or distributing application
programs conforming to the application programming interface for the operating
platform for which the sample programs are written. These examples have not
been thoroughly tested under all conditions. IBM, therefore, cannot guarantee or
imply reliability, serviceability, or function of these programs. The sample
programs are provided "AS IS", without warranty of any kind. IBM shall not be
liable for any damages arising out of your use of the sample programs.
Each copy or any portion of these sample programs or any derivative work, must
include a copyright notice as follows:
© (your company name) (year). Portions of this code are derived from IBM Corp.
Sample Programs. © Copyright IBM Corp. _enter the year or years_. All rights
reserved.
If you are viewing this information softcopy, the photographs and color
illustrations may not appear.

Trademarks
IBM, the IBM logo, and ibm.com are trademarks of International Business
Machines Corp., registered in many jurisdictions worldwide. Other product and
service names might be trademarks of IBM or other companies. A current list of
IBM trademarks is available on the Web at www.ibm.com/legal/copytrade.shtml.
The following terms are trademarks or registered trademarks of other companies:
Adobe is a registered trademark of Adobe Systems Incorporated in the United
States, and/or other countries.
IT Infrastructure Library is a registered trademark of the Central Computer and
Telecommunications Agency which is now part of the Office of Government
Commerce.
Intel, Intel logo, Intel Inside, Intel Inside logo, Intel Centrino, Intel Centrino logo,
Celeron, Intel Xeon, Intel SpeedStep, Itanium, and Pentium are trademarks or
registered trademarks of Intel Corporation or its subsidiaries in the United States
and other countries.
Linux is a registered trademark of Linus Torvalds in the United States, other
countries, or both.
Microsoft, Windows, Windows NT, and the Windows logo are trademarks of
Microsoft Corporation in the United States, other countries, or both.
ITIL is a registered trademark, and a registered community trademark of the Office
of Government Commerce, and is registered in the U.S. Patent and Trademark
Office
UNIX is a registered trademark of The Open Group in the United States and other
countries.
Cell Broadband Engine is a trademark of Sony Computer Entertainment, Inc. in the
United States, other countries, or both and is used under license therefrom.
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Java and all Java-based trademarks and logos are trademarks or registered
trademarks of Oracle and/or its affiliates.
The United States Postal Service owns the following trademarks: CASS, CASS
Certified, DPV, LACSLink, ZIP, ZIP + 4, ZIP Code, Post Office, Postal Service, USPS
and United States Postal Service. IBM Corporation is a non-exclusive DPV and
LACSLink licensee of the United States Postal Service.
Other company, product or service names may be trademarks or service marks of
others.
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Contacting IBM
You can contact IBM for customer support, software services, product information,
and general information. You also can provide feedback to IBM about products
and documentation.
The following table lists resources for customer support, software services, training,
and product and solutions information.
Table 2. IBM resources
Resource

Description and location

IBM Support Portal

You can customize support information by
choosing the products and the topics that
interest you at www.ibm.com/support/
entry/portal/Software/
Information_Management/
InfoSphere_Information_Server

Software services

You can find information about software, IT,
and business consulting services, on the
solutions site at www.ibm.com/
businesssolutions/

My IBM

You can manage links to IBM Web sites and
information that meet your specific technical
support needs by creating an account on the
My IBM site at www.ibm.com/account/

Training and certification

You can learn about technical training and
education services designed for individuals,
companies, and public organizations to
acquire, maintain, and optimize their IT
skills at http://www.ibm.com/software/swtraining/

IBM representatives

You can contact an IBM representative to
learn about solutions at
www.ibm.com/connect/ibm/us/en/

Providing feedback
The following table describes how to provide feedback to IBM about products and
product documentation.
Table 3. Providing feedback to IBM
Type of feedback

Action

Product feedback

You can provide general product feedback
through the Consumability Survey at
www.ibm.com/software/data/info/
consumability-survey
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Table 3. Providing feedback to IBM (continued)
Type of feedback

Action

Documentation feedback

To comment on the information center, click
the Feedback link on the top right side of
any topic in the information center. You can
also send comments about PDF file books,
the information center, or any other
documentation in the following ways:
v Online reader comment form:
www.ibm.com/software/data/rcf/
v E-mail: comments@us.ibm.com
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